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Abstract. Under the infinite-sites model of mutation, we consider the
problem of finding the minimum number of recombination events which
must have occurred in the evolutionary history of sampled DNA se-
quences. Our approach is deterministic and is based on the combina-
torics of leaf-labelled rooted trees. In contrast to previously known ap-
proaches, which only yield estimated lower bounds, our approach always
gives the exact minimum number of recombination events. Furthermore,
our method can be used to reconstruct explicitly evolutionary histories
with the minimum number of recombination events. As an additional
application, we discuss how our work can be used to define haplotype
blocks.

1 Introduction

As well as being the major biological process which can destroy linkage disequi-
librium (LD), recombination is one of the principal driving forces which gener-
ate genetic variations between different individuals of the same population. As
such, recombination can have far-reaching consequences on molecular evolution.
Knowing how many and where in the sequence recombination events have oc-
curred can thus be a major contributing factor in unravelling many important
questions in genetics. Some recombination events do not change the local phy-
logeny, however, and therefore it is in general impossible to know exactly how
many recombination events have occurred in the evolutionary history of sampled
sequences. Nevertheless, within the framework of a chosen model, it is meaning-
ful to ask at least how many recombination events must have occurred in the
history.

In [6], Hudson and Kaplan considered, within the framework of the infinite-
sites model, the problem of finding a lower bound on the number of recombina-
tion events which must have occurred in the history of sampled DNA sequences.
With the advent of new technologies which allow us to obtain data at an alarm-
ing rate, that particular problem of counting recombination events is currently

* Corresponding Author



2 Yun S. Song and Jotun Hein

receiving a renewed interest. Myers and Griffiths recently proposed an integer
linear programming approach for constructing new lower bounds on the number
of recombination events [9], whereas the present authors proposed a set theo-
retical method to define a new lower bound [12]. Neither of these methods can
explicitly reconstruct evolutionary histories. Moreover, a common thread that
runs through all currently-existing methods is that, for some data set S, the
computed lower bound on the number of recombination events may, in fact, be
less than the minimum number R, (S). Here, the minimum number R pin(S)
is defined by the property that there exists no evolutionary history with less
than Rmin(S) recombination events that can generate S under the infinite-sites
model. The goal of our present work is thus twofold; to find the exact minimum
number Rnin(S) of recombination events and to reconstruct possible evolution-
ary histories with exactly Rumin(S) recombination events.

The main idea which underlies our algorithm was first laid out by Hein
more than a decade ago [4], and a heuristic implementation of the idea was
subsequently carried out [5]. An exact implementation of the idea, however,
could not be carried out so far due to several difficulties, the major one being
the complexity of the combinatorics involved. For example, as we later elaborate,
working with trees with many restrictions and computing the distance between
two arbitrary such trees can be very complicated. The approach we take in the
present paper is to view recombination events as the so-called subtree-prune-and-
regraft (SPR) operations on trees. More precisely, if an appropriate definition of
a tree is used, the SPR-distance between two trees — defined as the minimum
number of SPR operations required to transform one tree to the other — correctly
encodes the number of recombination events.

Perhaps the most interesting recent finding in haplotype analysis is the dis-
covery of the possible existence of haplotype block structures in the human
genome [1,7,3], where a block is roughly characterised by the existence of high
LD and limited haplotype diversity. In this paper, using our algorithm for detect-
ing recombination events, we propose a new way of defining haplotype blocks.
Unlike previous proposals, we explicitly take possible evolutionary histories into
account.

Throughout this paper we assume that the data S consists of binary se-
quences; phased single nucleotide polymorphism (SNP) data satisfies this cri-
terion, for instance. More precisely, we let S = {s,} be a set of n binary
sequences s, = cf,c3,...,cy, where ¢ € {0,1} for every a € {1,2,...,n}
and ¢ € {1,2,...,¢}. Note that each sequence is of fixed length £. The en-
try ¢¢ is called the i*" character of sequence s,, and ¢; := (c},c?,...,c?) the
i*h character column. A character column c; is called informative if it contains
at least two Os and two 1s. Otherwise, it is called non-informative. We define
i = (cr,c?,...,c%), where @ = 0 if ¢ = 1 and & =1 if ¢ = 0. As mentioned
before, we assume the infinite-sites model of mutation. That is, we assume that
at most one mutation event has occurred at each character column.

The organisation of this paper is as follows. In §2 we discuss the combina-
torics of rooted trees relevant to our work, as well as laying out some necessary
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definitions. Our main ideas and algorithms are described in §3. In §4 we apply
our method to analyse Kreitman’s 1983 data of the alcohol dehydrogenase locus
from 11 chromosomes of Drosophila melanogaster [8]. We conclude with some
remarks in §5.

2 Trees

In this section, we present some definitions and facts to which we frequently refer
in the main part of this paper. The reader is strongly recommended to browse
through §2.1 to get familiarised with our notations.

2.1 Definitions

In this paper we consider leaf-labelled rooted binary trees whose branch lengths
are not specified. The space of leaf-labelled rooted binary trees with n leaves
is denoted by 7. The degree of a vertex v is the number of edges which are
incident with v. For n > 2, a tree in 7, has n labelled degree-1 vertices called
leaves; n — 2 unlabelled degree-3 vertices; and a distinguished vertex of degree 2
called the root. A 1-leaved tree consists of a single labelled degree-0 vertex which
serves as both the root and the leaf. A vertex which is not a leaf is called an
internal vertex. The leaves of an n-leaved tree are bijectively labelled by a finite
set S of n elements. In the remainder of this paper, when we say a tree without
any qualification, we shall mean a leaf-labelled rooted binary tree.

A path from a vertex vy to another vertex vy is an alternating sequence
Vg, €1,V1,€32,Va, ..., €k, v Of vertices v; and edges e;, such that (1) e; joins v; 1
and v;, and (2) all e;’s and v;’s are distinct. In a rooted tree, time flows from
the root to the leaves. We say that vertex v € T is a descendant of vertex u € T
if there exists a path from u to v which goes strictly forward in time; u is called
an ancestor of v. A subtree t of a tree T € 7 is a tree in 7}, where n' < n, and
is defined by the property that if a vertex v € T is contained in ¢, then so are
all its descendants. We say that two vertices u,v € T are adjacent if there exists
an edge which joins v and v. In this paper, a subtree whose root is adjacent to
the root of T is called an R-subtree of T'.

In a rooted binary tree, the set {vi,va,...,vn_2} of degree-3 vertices is a
partially ordered set whose binary relation denoted < is given by ancestral rela-
tion. More precisely, v; < v; if v; is a descendant of v;. Note that, if 7 denotes
the root of a tree T, then v; < r, for all degree-3 vertices v; of T. Two degree-3
vertices v; and v; are incomparable if v; is not in the path to the root from v;
and vice versa.

An ordered tree is a leaf-labelled rooted binary tree whose corresponding set
{v1,V2,...,Un_2} of degree-3 vertices is a totally ordered set; that is, for any two
vertices v; and vj, either v; < v; or v; < v;. In this case, the binary relation <
is given by age ordering. As before, v; < v; if v; is a descendant of v;. If there
exists no ancestral relation between v; and v;, then either v; < v; or v; < v; is
allowed. Furthermore, we impose the condition that v; # v; if ¢ # j. Two trees
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equivalent as rooted trees are distinct as ordered trees if the ordering of their
degree-3 vertices are different. In a subtree ¢ of an ordered tree 7', the ordering of
degree-3 vertices in ¢ is determined by their ordering in T'. The space of ordered
trees with n leaves is denoted by Z°.

Let {B;,B{} = S denote the bipartition corresponding to an informative
character column c;, such that s, and sg belong to the same subset if and only
if ¢ = cf . A tree T is said to be compatible with the informative column c;
if there exists an edge in T such that cutting the edge decomposes T' into two
connected components, one containing the leaves labelled by B; and the other
the leaves labelled by Bf. If the column c; is not informative, then every n-
leaved tree is considered compatible with c;. In relation to biology, if a tree is
compatible with a character column, then at most one mutation event at that
column is necessary for the tree to represent the evolutionary history of sampled
sequences at that character column, i.e. the tree is consistent with the character
column under the infinite-sites model.

NOTE: When we write a symbol (for example, Z,,) without a qualifying super-

script “r” or “o0,” it should be understood as referring to both cases.

2.2 SPR Operations

The precise definition of a subtree-prune-and-regraft (SPR) operation depends
on the type of tree on which the operation is performed. In general, the more
characteristics a tree has, the more restrictive an SPR operation has to be.
We begin our discussion with plain leaf-labelled rooted trees. There are three
kinds of SPR operations that can be performed on leaf-labelled rooted trees.
An illustration of these operations is shown in Figure 1. In what follows, let T
(resp. T") denote a tree before (resp. after) an SPR operation. The notation T'\ ¢
denotes the part of T obtained from removing a subtree ¢t and the edge incident
with the root of ¢ but not contained in ¢. In words the three SPR operations are
as follows.

1. An edge e is cut to prune a non-R-subtree ¢, and t is regrafted onto a pre-
existing edge in the remaining part T\ ¢t of T', thus creating a new degree-3
vertex. The vertex in T\ ¢t where e used to be incident gets removed. The
root of T remains the root of T'. (In Figure 1, T — T is an example of this
kind. The edge ep is cut and then regrafted onto the edge e,.)

2. Let s; and sy be the two R-subtrees of T', and let e; and ez, respectively,
be the edges which join their roots to the root of 7. The edge e; is cut to
prune s1, and s; is regrafted onto a pre-existing edge in sy. The edge e,
gets removed and the degree-3 vertex in s, where e, used to be incident gets
replaced by a degree-2 vertex, which becomes the root of T". (In Figure 1,
T — T, is an example of this kind. The edge e. can be cut and regrafted
onto e,. The root of the R-subtree containing t1,%s and t3 then becomes the
root of T». In this example, note that 7" can be transformed into T» in several
ways. More exactly, the subtree ¢; can be pruned and regrafted onto e, or
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the subtree containing ¢, and t3 can be pruned and joined onto the root of
T; these kinds of SPR operations have already been described above.)

3. An edge e is cut to prune a non-R-subtree ¢, and ¢ is joined to the root of
T. The root of T is given by creating a new vertex of degree 2 on e. (In
Figure 1, T' — T3 is an example of this kind. The edge e, is cut and then
joined to the root of T'. A new degree-2 vertex is created on the edge and it
serves as the root of T3.)

Root

€c
€a

€b

t1 to t3 ta ts

T
1 SPR SPR
1 SPR Root
Root
/® ;
t1 ta t3 ta ts ti1 ta tsta t3 t3 ta ts to
1 2 3

Fig. 1. An illustration of SPR operations. Big open circles O labelled by ¢; represent
subtrees.

For ordered trees, we impose an additional restriction on the definition of SPR
operations. Consider a subtree ¢ of an ordered tree T' € Z,?. An SPR operation
of ¢ which transform T € Z° to T' € J? is defined to satisfy the following
additional property: Let v (resp. v') denote the vertex in T'\ ¢ (resp. 7"\ t) which
is adjacent to the root of t. Suppose v; and v; are two internal vertices other
than v and v'. If v; < v; before an SPR operation, then v; < v; after the SPR
operation, and vice versa; that is, a relation between any two internal vertices
other than v and v' should be the same before and after an SPR. operation.

2.3 Some Enumerations of Trees

It is well-known [10] that the number of inequivalent leaf-labelled rooted binary
trees with n leaves is

(2n —2)!

T — T| _ 1= _ — =
7)== |77] = (2n = 3)1 = (20— 3) x (2 —5) x -+ x 3 x 1= oS
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whereas the number of inequivalent ordered trees with n leaves is

o o o (m nl(n —1)!
=175 = I () = e
m=2
Note that 7" (n) = (2n—3)7"(n—1), while 7°(n) = @T" (n—1). The number
7°(n) of ordered trees thus grows much faster than the number 77(n) of plain
rooted trees.

The adjacency-set U(T) of a tree T is defined as the set of all trees which
are one SPR operation away from T'. For rooted trees, the size of U(T') depends
on the topology of T'. In [11], Song has constructed a closed-form formula for
|U(T)|, where T' € Z,F, and has obtained the following result:

Proposition 1. For leaf-labelled rooted binary trees with n leaves, where n > 3,
the minimum Omin(n) and the mazimum 0pmez(n) values of (U(T)| are given by

Smin(n) = 3n? —13n + 14,
n—2

Omaa(n) = 4(n — 2)2 -2 Z [logy(m +1)],
m=1

where || denotes the floor function.

No analogous formulae for ordered trees are known. On the left hand side
of Table 1, numerical values of 75(n),7°(n), dmin(n) and dmax(n) are shown for
low values of n. For ordered trees, the reported values of dmin(n) and Omax(n)
have been determined via explicit computation in the implementation of our
algorithm. Note that both 7°(n) and 7°(n) grow much faster than the size of
adjacency-sets. The importance of this fact will become clear when we discuss
our algorithm.

Also of interest to us is the number of trees which are compatible with a given
character column. Let {B;, Bf} denote the bipartition of S corresponding to a
character column ¢;, and suppose |B;| = k and |B§| = n—k, where1 < k <n—1.
Let w*(n, k) (resp. w®(n,k)) denote the number of rooted trees (resp. ordered
trees) compatible with the bipartition {B;, Bf}. From [11] we have the following
results:

Proposition 2 (Number of rooted trees compatible with a column).
Forn>4and1 <k<n-—1,

w'(n, k) :=2n—=3) 7" (k)" (n — k).

Proposition 3 (Number of ordered trees compatible with a column).
Forn>4and1 <k<n-—1,

w® (n, k) = 7° (k)7 (n — k) [(k:) + (n_z_ 1) - (Z:f)] _

Numerical values of w*(n, k) and w®(n, k) are shown in Table 1 for n <9.
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Table 1. Numerical summary of tree enumerations. For ordered trees, dmin(n) and
dmax(n) have been determined through explicit computation.

I [ Rooted Trees | Ordered Trees | [n] k[w'(nk)] w°(nk)|
Tr(’n) 5min 5max To(n) 5min 5max 4 2 5 6
15| 10| 12 18| 13| 13 5| 2,3 21 36
105 24| 28 180 35| 38 6| 2,4 135 396
945| 44| 52 2,700| 75| 81 3 81 216

10,395| 70| &4 56,700] 135| 146 712
135,135) 102 124|]  1,587,600] 220| 237 3
2,027,025 140| 170|| 57,153,600 7| ° 8l 2,
10([34,459,425| 184] 224|[2,571,012,000] 7| 7 3

5 1,155 6,660
4 495 2,484
6| 12,285 156,600
5 4,095 44,820
4 2,925 29,808
7
6
5

Olw|No|o ]S

155,925| 4,876,200
42,525| 1,142,100
23,625| 567,000

3 Main Ideas

3.1 Recombination Events as SPR Operations

In a graphical representation of evolutionary history, if sampled sequences have
been subjected to recombination, different character columns may be described
by different trees. The so-called ancestral recombination graph (ARG) is con-
structed by putting together the set of trees supported at different character
columns. For instance, while a column c; is described by T € 7,2, the next
column ¢;;1 may be described by a different tree T' € Z°. The tree T can be
transformed to the tree T' through SPR operations, and an ARG precisely con-
tains this information; namely, recombinant sequences in the ARG correspond
to the leaves in the subtree that gets pruned and regrafted. Furthermore, the
number of SPR operations used to transform T to T" corresponds to the number
of recombination events occurring between the columns ¢; and ¢;41.

3.2 SPR-Distance between Trees

For any pair of trees, say T,T' € Z,, their SPR-distance d(T,T") is a non-
negative integer defined as the minimum number of SPR operations necessary
to transform T into T". In practice, determining the SPR-distance between two
arbitrary rooted trees can be quite difficult, especially so for ordered trees. It is
not very difficult, however, to determine whether two trees are one SPR operation
away. Hence, our approach is to determine first which trees are distance one away
from each other, and then use that information to compute d(T,T") for arbitrary
T and T".
By the adjacency-set of a tree T € J;,, we mean the set

U(T):={T' € J, | d(T,T') = 1}.
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Let Up(T) = {T} and Uy (T) = U(T). Then, for m > 2, recursively define

Um(T) := U U@ |\ [Un-r(T) UUn-»(T)].
T'€Up—1(T)

The distance d(T,T") between T and T" is the value of m which satisfies T" €
Un(T).

3.3 The Algorithm for Counting Recombination Events

1. To each character column c¢; of S, associate a set W;* of trees defined as
W2 :={T € 2| T compatible with column ¢;} C 7.

Let k(i) denote the size of B; or Bf, with {B;, Bf} being the bipartition of

1
S corresponding to the column c¢;. Then,

o . 1ol ) w(n,k(i)), if k(1) > 2,
wi = WPl = {T"(n), otherwise,
where w®(n, k) is defined in Proposition 3.
2. Construct a weighted graph G as follows. Introduce ¢ clusters, with the i*®
cluster containing w$ vertices labelled by the trees in Wp.
(a) Forall T € WP, let f1(T) =0.
(b) For all 1 < i < £, recursively determine
fir1(T) = in [fi(Te) + d(T, To)] (1)

o
i

for every tree T, € W2, ;.
(c) In the weighted graph G, vertices T, € W2, , and Ty, € W are joined by
an edge if fi+1(T,) — fi(Ty) = d(T4,Ty), and the weight of the edge is
d(T,, Ty).
3. The number defined as

Ro(S) = T?éi%l/o feo(To) (2)

gives the minimum number Ry, (S) of recombination events. A connected
path from any tree T, € W7 to a tree T, € W with fo(T}) = Ro(S) is called
a minimal path in G.

(Remark: Why ordered trees, not plain rooted trees, should be used in the
above algorithm to obtain Ry, (S) is discussed in §3.6.)

The algorithm described above is a special case of the exact algorithm given
in [5]; assuming the infinite-sites model has simplified the algorithm a bit. Be-
cause it was not known how the distance d(T,T") for arbitrary ordered trees T'
and T could be computed, Hein used unrooted trees in his implementation of
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the algorithm [5]. Moreover, he assumed that at most one recombination event
occurs between any two adjacent character columns. In our present work, we
have implemented the above algorithm for ordered trees, without any heuris-
tic assumptions. As computing the distance d(T',T") for arbitrary T, T' € J,° is
rather non-trivial, step 2 in the above algorithm is computationally intensive. We
will return to this point in §3.8, where we present a new, modified algorithm. For
now, using the fact that d(-,-) is a proper distance function on 7,2, we establish
the following result, which allows us to simplify the algorithm further:

Proposition 4. For oll T,,T, € W?, where i > 2, the function f; defined in (1)
satisfies

|fi(Ta) — fi(Ty)| < d(Ta, Tb). 3)
Proof: We shall prove (3) by induction. Since fi(T) = 0 for all T € Wy, we
have fo(T') = minrewe [d(T,T")], for all T' € Wy. Let T,,Ty € W3. Suppose
T,,Ty € WP. Then, fo(T,) = 0 = f2(T3), and therefore (3) is satisfied. Suppose
T, ¢ WP and Ty € Wp. Then, fo(T}) = 0, whereas f2(T,) = minrewy [d(T,T,)],
which by definition is less than or equal to d(Ty, T,). Hence, (3) is again satisfied.
Lastly, suppose T, ¢ W and T, ¢ WP, with fo(T,) > f2(Tb). Let Ty € WP be
a tree which satisfies d(T,Ty) = mingewe [d(T,T})]. Then,

P(Ta) = f2(Ty) = min [d(T.T,)] - d(T,,Ty) < d(T:,T,) - d(Ts,T)
' < d(T,,Ty),

where the last inequality follows from triangle inequality of the SPR-distance.
Hence, we have shown that (3) holds for ¢ = 2.

Assume that (3) holds up to i = k — 1. We prove the ¢ = k case by contra-
diction. Let T,,Ty € W@, with fx(T,) > fr(T). Suppose we have

fk(Ta) — fk(Tb) >d Ta,Tb). (4)

(
Further suppose Ty, € W¢_;. If we had fr_1(Ts) > fr(T3), then it would im-
ply that there exists T € W2_; such that fr_1(Th) > fr_1(T) + d(T,Ts),
which would contradict the induction hypothesis. Also, if we had fr_1(Tp) <
fr(Tp), then it would contradict the definition of f given in (1). Hence, we
conclude that fx(T;) = fr—1(Tp) if T, € WP ;. But, then (4) would imply
Fe(To) — fe—1(Tp) > d(T,,Ty), thus contradicting definition (1). Therefore, we
must have Ty, ¢ W2_,. Now, let T, € Wy¢_, satisfy fi(Ty) = fr—1(Tec) +d(Tp, T¢).
Then, (4) implies fx(T,) — fe—1(Te) > d(T,T¢) + d(T,,Tp). But, the triangle
inequality d(Ty,T.)+d(Ta,Ty) > d(T,,T.) implies fi,(To) — fr—1(Tc) > d(T,,Te),
which contradicts definition (1). Thus, (4) cannot be true and this completes our
induction. ]

It now follows from the above proposition that step 2(b) in the algorithm
can be modified as follows:
For all 1 <¢ < fand T, € W2 ,, recursively determine

fir1(T,) = fi(Ta), itT, e W2,
+1lla) = minTberp [f,'(Tb) + d(T[,, Ta)] , otherwise.
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3.4 Reduction of Data

In performing our algorithm, some character columns do not influence the de-
termination of R, (S) and therefore can be ignored. It is straightforward to show
that, before one carries out any analysis on S, reducing the data as follows
does not change the value of R,(S); i.e., if S’ denotes the reduced data, then
Ro(S) = Ro(S").

1. Collapse identical sequences into one.

2. Remove all non-informative columns from S. Let c},c),...,c} denote the
character columns in the resulting data.

3. Collapse all consecutive columns ¢}, ¢} 4,..., ¢}, wherec;, ; =cjore
¢, forall j =1,2,...,k, into a single column c}.

4. Sequentially repeat steps 1 ~ 3 until none of them is possible.

L=
43

3.5 A Simple Example

To illustrate how our algorithm works, we consider the following very simple
example:

110000000

i (]jg_)(])-é i 2 i (]j i (])_(])_ Wlo = {T47T9)T137T147T157T18}5
110111010 001 W = {Ts,Tr,Ts, Tio, Ti2, Tir}
101100000 010 W3 ={T1,T>,Ts,Ts,T11,T16} -

101100000

The original data S is shown on the left hand side of the arrow. After the
reduction steps described in §3.4, it reduces to the data S’ shown on the right
hand side of the arrow. Let ¢y, ¢y and c3 denote the 3 columns of S’. As shown
in Figure 2(a), there are 18 inequivalent ordered trees with 4 leaves. Trees T}
and T, are inequivalent as ordered trees but equivalent as plain rooted trees. The
same goes true for the pairs T7,Ts and Ti3,7T14. The ordered trees compatible
(c.f. §2.1) with ¢1,c2,c3 are given by WP, W9, W2, respectively.

Applying the algorithm described in §3.3, one can obtain the weighted graph
shown in Figure 2(b). In this simple example, all edges have weight 1, and
therefore any connected path from a tree T, € WP to a tree T € Wy is a
solution to the problem. In summary, Rmin(S) = 2 and there are 132 minimal
paths.

3.6 Plain Rooted Trees or Ordered Trees?

In discussing our algorithm so far, we have been careful in using Z,° and W
to refer to ordered trees. That is because coalescent events and recombination
events occur at specific points in time, and ignoring the time ordering of the
events can lead to contradictions. For example, biologically a recombinant cannot
be older than its parents.
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(a) (b)

Fig. 2. (a) Inequivalent ordered trees with 4 leaves. (b) A graphical summary of per-
forming our algorithm on the simple example. All edges have weight 1. There are 132
minimal paths, each leading to Rmin(S) = 2.

We stress that the algorithm described in §3.3 always gives Ro(S) = Rumin(5).
On the contrary, if plain rooted trees are used in the algorithm —i.e. W} instead
of Wy are used — to obtain R.(S) := mint,ew; f¢(Ts), then the number R, (S)
may or may not be equal to the exact minimum Rpin(S). For less than or equal
to 9 sequences, however, our investigation shows that R;(S) = Rmin(S) for
most cases of S. A possible explanation of this phenomenon is as follows. When
there are only a small number of leaves in a tree, SPR operations usually involve
subtrees with few leaves. As a 1-leaved subtree contains no internal vertices, there
is no restriction on where the 1-leaved subtree can be regrafted, and therefore
if R;(S) can be obtained through a series of SPR operations each involving a
single leaf, then we should have R,(S) = Rumin(S5)-

As shown in Table 1, the number of ordered trees grows much faster than
the number of plain rooted trees. For instance, there are over 57 million 9-leaved
ordered trees, whereas there are about 2 million plain rooted trees with 9 leaves.
So, it would be a good strategy to use first plain rooted trees to compute R, (S)
and try to reconstruct history as described in §3.7. If a consistent history can

be reconstructed using only R.(S) recombination events, then we can conclude
that R;(S) = Rumin(9)-

3.7 Reconstruction of History

After performing the algorithm from ¢; to c;, we can find out which trees T € W
have f;(T) = R,(S) and obtain minimal paths to those trees. Given a minimal
path T;,,T;,,...,T;,, one can combine the trees in the minimal path into an
ARG. More precisely, possible sets of SPR operations that can transform 75,
to Tj,,, tell us how the trees can be combined. In general, if T;  # T;, ..,
there could be more than one way to transform T; 6 to T;, . For instance,
as we discussed in §2.2 the tree T' shown in Figure 1 can be transformed into
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T, in several inequivalent ways. Hence, in general more than one ARG may
be constructed for a given minimal path. The number of inequivalent ARGs
corresponding to a minimal path depends on the topology of the trees involved.

3.8 The Unit-Step Approach

In the algorithm outlined in §3.3, for every T' € W; 1 not contained in W;, one
has to compute d(T,T") for all T’ € W;. As computing the SPR-distance between
trees is the most computationally intensive part of the algorithm, the problem
can quickly become intractable. In what follows, we propose an alternative way
of carrying out the dynamic programming algorithm. The new method can be
applied to either plain rooted trees or ordered trees, depending on whether one
wishes to compute R.(S) or Ro(.5), respectively. As mentioned before, the rela-
tions R;(S) < Ro(S) = Rumin(S) hold true for all S.

For X C 9, let No(X) = X and, for r > 1, define the r-neighbourhood of
X as

N.(X) := {T € Iy

T
T € U U (T") for some T' € X} )
m=0

In the implementation of our algorithm, we pre-compute the adjacency-set U(T)

for all T € , and store them in a file which can be accessed by our program.

Therefore, computing N,.(X) can easily be done. We define the diameter d,, of

I, as the maximum value of d(T,T") over all trees T, T' € Z,,. As shown in [11],

d,, < n—2.In the following discussion, define N'(T',m, ) := N1 ({T'}) N Ny (W;).
Let f10(T)=0forall T € J,. For all 1 <r < d,, and 1 <3 < £, recursively

compute the following quantities:

For all T, € N,.(W;), find

£ (T fir—1(Ta), if T, € W,
i, = i i, — T 1- a,b] h i )
ir(La TbEN?Tl’ir,lr—l,i) [fir—1(Tp) + da,p], Otherwise
and, for all T, € W; 4, find

fidn—1(Ta), if T, € Wj,

fir1,0(Ta) = { [fid,—1(Tp) + 1 — 4], otherwise.

min
Ty €N (Ta,dn—1,i)

Here, d,,5 denotes the Kronecker delta, which is 1 if a = b and 0 if a # b. The
minimum number of recombination events is given by mingew, fo,0(T), which is
equal to the value mingew, fo(T) defined in §3.3.

There are several advantages to the algorithm just described over that in
§3.3. First of all, note that for each tree T', we just need to compare a function
evaluated at T' with a function evaluated at at most |N1(T)| = |U(T')| + 1 trees.
As shown in Table 1, the maximum size of |[U(T")| does not grow as fast as the
number w(n, k) of trees compatible with a character column. Secondly, we do not
need to compute the SPR-distance explicitly; the algorithm effectively computes
the SPR-distance for us and correctly updates f;y1,0(T), for all 1 <i < £.
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Our current implementation of the algorithm can analyse up to 8 (resp. 9)
sequences in the reduced data if ordered (resp. plain rooted) trees are used in
the algorithm.

3.9 Haplotype Blocks

For each minimal path our algorithm finds, in addition to knowing which trees
are selected, we know exactly where in the sequence each tree is supported.
Hence, we can associate a candidate haplotype block structure to each minimal
path. That is, for each minimal path, we define a block as consecutive positions
in the sequence where the same tree is supported. As there could be many min-
imal paths, it could be that there are many inequivalent candidate haplotype
block structures predicted by our algorithm. By studying all inequivalent candi-
date block structures, however, we may be able to learn something useful. For
example, many or all structures may share one or more common blocks, thus
indicating the robustness of those particular blocks.

Although in general we cannot find a unique haplotype block structure, we
can still ask questions to each of which there exists a unique answer for a given
data set S. For example, we can ask the following question: If a block is obtained
as described above, what is the minimum number of haplotype blocks that can
be defined by a minimal path? We address this question in §4, where we consider
a specific application of our method.

4 Application

In this section, we apply the methods discussed in this paper to analyse Kre-
itman’s 1983 data of the alcohol dehydrogenase locus from 11 chromosomes of
Drosophila melanogaster [8]. The data has been taken from 5 geographically dis-
tinct populations and the aligned sequence length is 2800 base-pairs. Ignoring
insertions and deletions, there are 43 polymorphic columns in the data. We have
transformed the polymorphism data into binary sequences as shown in Figure 3.

Wa-S = 000|000001100000
F1-1S = 001|000000000000
AfS = 000(000000000000
Fr-S = 000|{000000000000(0{1100000000000000000{1{0011000
F1-25 = 000|110001011001{1{1100000000000000000(0({1000000

0/001101110111100000010
0 0
0 1
0 1
1 0
Ja-S = 001(000000000000|1/0000000000000010101|1{1000010
1 0
1 0
1 0
1 0
1 0

0011011101111000000
0000000000000000000

0000000
0000000
0000101

F1-F = 001(000000000000(1|0000000000000111111|0(1000000
Fr-F = 111(110001011100|1{0000000000000111111(0(1100000
Wa-F = 111|110001011100{1(0000000000000111111(0{1100000
AfF =111{110001011100{1{0000000000000111111{0{1100000
Ja-F 0000100010000111111(0(1000000

111|111111000010

Fig. 3. Kreitman’s data in binary form. Also shown is a haplotype block structure with
6 blocks, whose boundaries are indicated by vertical solid lines.
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3,4)r

3,4)r

15,16)
16,17)1
35,36)r
35,36) 1
36,37)1

L

N O AW -
=]
A~ N N~ S S

R

83 S4 S5 81 S8 S9 87 S6 S92

Fig. 4. A minimal ancestral recombination graph for Kreitman’s data. Recombination
vertices are denoted by e. The notation s, (%, j)s, is used to denote the location (3, j)
of the break-point and to indicate that Sz part of the recombinant gets descended from
the left edge and Sgr part from the right edge.

Since the sequences for Fr-F, Wa-F and Af-F are identical, in our analysis we
only need to consider 9 distinct sequences. Hence, we relabel the sequences as
follows:

s1 := Wa-S 39 := F1-1S s3 := Af-S
84 := Fr-S s5 := F1-28 sg := Ja-S
s7:=F1-F sg := Fr-F = Wa-F = Af-F sg := Ja-F

As discussed in §3.6, we have performed our analysis on S = {sy,..., 89} first

using rooted trees, obtaining R, (S) = 7. We have then checked that it is indeed
possible to construct an ARG with exactly 7 recombination events. In addition,
we have enumerated all minimal paths, each of which leads to R.(S) = 7. It
turns out that there are about 10 million minimal paths for Kreitman’s data;
this number is not so surprisingly high, since for each recombination event, there
could be numerous choices regarding which subtree undergoes an SPR operation
and where in the sequence the event occurs.

The minimum number of haplotype blocks that can be defined by a minimal
path is 6. A haplotype block structure with 6 blocks is shown in Figure 3, where
block boundaries are indicated by vertical solid lines. A minimal ARG associated
to a minimal path which generates such a block structure is shown in Figure 4.
Note that 2 recombination events occur between columns 3 and 4, as well as
between columns 35 and 36. Positions 3,4, 15,16,17,35,36,37 in S correspond
to positions 63,170,847,950,1030,1691,1730,1827, respectively, in the actual
data. Figure 5 illustrates where in the actual data the recombination events
shown in Figure 4 are supposed to occur.

Let us now compare our result on Rmin(S) with that given by some currently-
available methods. In [6] Hudson and Kaplan also have examined Kreitman’s
data. Their algorithm gives 5 as a lower bound on the number of recombination
events. If one uses the algorithm developed by Myers and Griffiths [9], one would
obtain 6. In [12] the present authors have analysed Kreitman’s data using a
method based on set theory and have obtained 7 as a lower bound.
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Fig. 5. Recombination locations in the actual data. Shaded areas enclosed by solid
lines indicate the regions in which recombination events shown in Figure 4 occur. The
number of events for each region is indicated by the height of the shaded area.

5 Concluding Remarks

Under the infinite-sites model of mutation, our algorithm finds the exact min-
imum number of recombination events in the evolutionary history of sampled
sequences. The method introduced in this paper for computing the distance be-
tween trees has allowed us to overcome some difficulties which have hitherto
prevented an exact implementation of the dynamic programming idea. It is im-
portant to note, however, that even our new approach, as it stands, becomes
infeasible for more than 9 sequences in the reduced data; when there are many
trees, it takes an inordinate amount of memory to store the adjacency-sets. In
[13], Wang, Zhang and Zhang have shown that, under the infinite-sites model, the
problem of reconstructing the evolutionary history with the minimum number of
recombination events is NP-hard. Although they have constructed a polynomial-
time algorithm for a restricted version of the problem, no polynomial-time algo-
rithm is known for the general case.

Nevertheless, for more than 9 sequences, we can try the following. The al-
gorithm proposed by Myers and Griffiths uses local bounds for small regions to
construct a global bound for the entire data [9]. As there may not be so many
distinct haplotypes if small regions are considered, we can use our algorithm to
compute exact local bounds and use them in Myers and Griffiths’ program to
find a global bound. Combining our algorithm with that of Myers and Griffiths
as just described should perform quite well.

In our future research, we plan to relax the assumption of the infinite-sites
model and extend our investigation to consider gene conversion. Also, for a
given data set, it would be interesting to infer mutation and recombination rates
— for example, using the method developed by Fearnhead and Donnelly [2] -
and estimate the probabilities of the minimal ARGs we obtain, as well as the
distribution of the number of recombination events.

In this paper we have only begun to consider defining haplotype blocks based
on parsimonious reconstruction of sequence evolution. As the example of Kreit-
man’s data shows, in general our algorithm may find many minimal paths and
therefore find many inequivalent candidate haplotype block structures. To be
able to determine which structures are more probable, we need to be able to as-
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sign some sort of confidence level to each block boundary. Clearly there remain
many interesting questions to be addressed along this line of research.
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