


probability 1/2, define A; = (I, — A,) U {z} for all 5. It is
useful to observe that an alternative, equivalent definition
is to choose the random partition P as above, and then let
each A; be a random subset of cardinality ¢ of A; U {x}. If
either none of the subsets A, contain z or all of them contain
z we keep them as our input sets, and otherwise we discard
them and repeat the random choice.

Note that the probability that the input sequence
(A1,...,4s) generated under the above distribution is dis-
joint is precisely 1/2, whereas the probability that it is
uniquely intersecting is also 1/2. Note also that u gives
each disjoint input sequence the same probability and each
uniquely intersecting input sequence the same probability.
Let (A?,..., A% denote a random disjoint input sequence,
and let (Al,..
input sequence.

A boz is a family X1 x X2 X --+ X X,, where each X is
a set, of t-subsets N. This is clearly a family of s-tuples of ¢-
subsets of N. Standard (and simple) arguments imply that
the set of all input sequences (A1, As, ..., A;) corresponding
to a fixed communication between the players forms a box.
As we shall see later, this shows that the following lemma
suffices to establish a lower bound on the average commu-

. ,Ai) denote a random uniquely intersecting

nication complexity of any deterministic e-correct protocol
for the above game.

Lemma 3.4 There exists an absolute constant ¢ > 0 such
that for every box X1 X Xa X --- X X,

Prob [(A},...,A;) € X1 X - X X,| >
1 0 [/} B ~ —ct/ss
55 Prob [(A],...,A) e X1 x - x X,] — 2

To prove the lemma, fix a box X1 X X2 X -+- X X,. Recall
that the distribution u on the inputs has been defined by first
choosing a random partition P. For such a partition P, let
Probp[A; € X;] denote the conditional probability that A;
lies in X;, given that the partition used in the random choice
of the input sequence (Ai,...,4,) is P. The conditional
probabilities Probp[A? € X;] and Probp[A] € X,] are de-
fined analogously. A partition P=TL, UL U---UA, U {z}
is called j-bad, where j satisfies 1 < 5 < s, if
Probe[d} € X;] < (1— 5 ) Probp[A] € X,] - 27/,
where ¢ > 0 is a (small) absolute constant, to be chosen
later. The partition is bad if it is j-bad for some j. If it is
not bad, it is good.

We need the following two statements about good and
bad partitions.

Lemma 3.5 There ezists a choice for the constant ¢ > 0
in the last inequality such that the following holds. For any
set of s — 1 pairwise disjoint t-subsets I, C N, (1 < r <
s,7 # j), the conditional probability that the partition P =
LULU---UIL U/{z} is j-bad, given that I, = I for all

“ . 1
T # 4, is at most 555 .

26

Proof. Note that since I, is known for all » # j, the union
I, U{z} is known as well, and there are only 2t possibilities
for the partition P. If the number of t-subsets of I; U {z}
that belong to X; is smaller than

1,2t —ct/s?

then for each of the 2t possible partitions P, PI‘Obp[A_? €
X;] < 27/ ’3, implying that P is not j-bad. Therefore,
in this case the conditional probability we have to bound
is zero and the assertion of the lemma holds. Consider,
thus, the case that there are at least that many t-subsets of
I,U{z} in X,, let F denote the family of all these t-subsets
and put I; U {z} = {z1,z2,...,72t}. Let p; denote the
fraction of members of F that contain z;, and let H(p) =
—plgyp— (1 — p)1g,(1 — p) be the binary entropy function.
By a standard entropy inequality (cf., e.g., [5]),

2t
|-7:I < 2Zi=1 H(p;) )

In order to determine the partition P = I;UlU- - UL, U{z}
we have to choose one of the elements z, as . The crucial
observation is that if the choice of z; as z results in a j-
bad partition P, then p, < (1 — z37)(1 — pi), implying that
H(p.) < 1—c'/s? for some absolute positive constant c'.
Let b denote the number of elements z; whose choice as z
results in a j-bad partition P. By the above discussion

%(2;> 2—ct/33 < I}-‘ < 22t—bc'/s2 .

This implies that if ¢/s® is much larger than Ig¢, then b <
O(ct/s), and by choosing c to be sufficiently small this upper
bound for b is smaller than 2¢/(20s), completing the proof
of the lemma. O

Lemma 3.6 If P =1L UIU-- UL, U{z} is a good partition
then

Probp [(A1,43,...,A}) € X1 x X2 X - X X4 2
LProbp [(A%,..., 4D € Xy x - x K] — 527"
Proof. By the definition of a good partition

1

Probp[A; € 7]] >(1- P

)Probp[A? € X;] — 27°/*°

for every j, 1 < j < s. Multiplying the above inequalities
and using the definition of the distribution p as well as the
fact that (1 — ;}3)8 > 1 the desired result follows. O
Returning to the proof of Lemma 3.4, let x(P) be the
indicator random variable whose value is 1 iff P is a bad
partition. Similarly, let x;(P) be the indicator random vari-
able whose value is 1 iff P is j-bad. Note that x(P) <

Z;=1 Xi (P)



By computing the expectation over all partitions P
Prob [(Al,...,A}) € X1 % -+ x X,]

E (Probp [(A1,..., 4;) € X1 X -+ X X,])

E (Probp [(A1,...,A}) € X1 x -+ X X,

v

(1 =x(P)) > %E (Probp [(A2,.. LAD) €

X x X (1= x(P) = s27"",

where the last inequality follows from Lemma 3.6.
It follows that in order to prove the assertion of Lemma
3.4 it suffices to show that for every j, 1 < j <s,

E (Probp [(A3,...,AD) € X1 x - x X.] x;(P)) (1)
< %E (Probp [(A},...,AD) e X1 x - x X,]) . (2)

Consider a fixed choice for the subsets I, » # j in the
definition of the partition P = Ul U---UI,U{z}. Given
this choice, the union U = I, U {z} is known, but the actual
element z should still be chosen randomly in this union.
Given the above information on P, the quantity (2) is

1T A
o HProbp[A, €X.],

r=1

and each of these factors besides the one corresponding to
r = j is fixed. The same s — 1 factors appear also in (1).
The last factor in the above product, Probp[A) € X,], is
also easy to compute as follows. Let [ denote the number
of t-subsets in X, which are contained in I; U {z}. Then
Probp[AY € X] is precisely 1/ (2:) Note, also, that for any
choice of a member of U as z, the probability that A? lies
in X, cannot exceed I/ (%t_l) =2l/ (2:) By Lemma 3.5, the
probability that x;(P) = 1 given the choice of I, r # j, is
at most 1/(20s) and we thus conclude that

E (Probp [(47,43,...,4)) € X1 x X2 x -+ x X,]
xi(P)) < 75 (Prob [(43,..., A49) €
Y1 X~~-X-)?g]) ,

implying the inequality in (1), (2) and completing the proof
of Lemma 3.4. O

Proof of Proposition 3.3. Since it is possible to repeat
the protocol and amplify the probabilities, it suffices to prove
the assertion of the proposition for some fixed € < 1/2, and
thus it suffices to show that any deterministic protocol whose
length is smaller than Q(¢/s®), applied to inputs generated
according to the distribution y, errs with probability Q(1).
It is easy and well known that any fixed communication
pattern corresponds to a box of inputs. Therefore, if the
number of communication patterns in the end of which the
protocol outputs 0 is smaller than ‘32“/ . then, by summing
the assertion of Lemma 3.4 over all the boxes correspond-
ing to such communication patterns, we conclude that the
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probability that the protocol outputs 0 on a random input
(Al,...,Al) is at least - times the probability it outputs
0 on a random input (AY,..., A?) minus p. By choosing a
sufficiently small absolute constant p > 0 this shows that
in this case the algorithm must err with probability Q(1).
Thus, the number of communication patterns must be at
least Q(%Z“/ se') and hence the number of bits in the com-
munication must be at least Q(¢/s%). O

Proof of Theorem 3.2. Fix an integer k£ > 5. Given a
randomized algorithm for approximating the frequency mo-
ment Fr for any sequence of at most n members of N =
{1,2,...,n}, where n = (2t — 1)s + 1, using M memory
bits, we define a simple randomized protocol for the com-
munication game DIS(s,t) for s = n/*, t = @(nl~1/*),
Let A;, Az,..., As be the inputs given to the players. The

first player runs the algorithm on the t elements of his set
and communicates the content of the memory to the sec-
ond player. The second player then continues to run the
algorithm, starting from the memory configuration he re-
ceived, on the elements of his set, and communicates the
resulting content of the memory to the third one, and so
on. The last player, player number s, obtains the out-
put Z of the algorithm. If it is at most 1.1s¢ he reports
that the input sequence (4i,...,A,) is disjoint. Else, he
reports it is uniquely intersecting. Note that if the in-
put sequence is disjoint, then the correct value of Fy is st,
whereas if it is uniquely intersecting the correct value of Fj
is ¥ +st—1)=n+s(t—1) > (3t —2)s = (£ + o(1))n.
Therefore, if the algorithm outputs a good approximation to
F, with probability at least 1 —~, the protocol for DIS5(s,t)
is y-correct and its total communication is (s — )M < sM.
By Proposition 3.3 this implies that sM > Q(t/s%), showing
that
M > Q(t/s*) = Qn/s°) = Qn*~%*).

This completes the proof. O
Remark. Since the lower bound in Proposition 3.3 holds
for general protocols, and not only for one-way protocols
in which every player communicates only once, the above
lower bound for the space complexity of approximating Fj
holds even for algorithms that may read the sequence A in
its original order a constant number of times.

We show in the remainder of this section that the ran-
domization and approximation are both required in the es-
timation of Fj when using o(n) memory bits.

3.3 Deterministic algorithms

It is obvious that given a sequence A, its length F) can
be computed precisely and deterministically in logarithmic
space. Here we show that for any nonnegative k besides 1,
even an approzimation of F}, up to, say, a relative error of 0.1
cannot be computed deterministically using less than a lin-
ear number of memory bits. This shows that the randomness
is crucial in the two approximation algorithms described in



Section 2. This is a simple corollary of the known results
concerning the deterministic communication complexity of
the equality function. Since, however, these known results
are not difficult, we present a self contained proof, without
any reference to communication complexity.

Proposition 3.7 For any nonnegative integer k # 1, any
deterministic algorithm that outputs, given a sequence A of
n/2 elements of N = {1,2,...,n}, a number Y such that
|Y — Fi| < 0.1F; must use Q(n) memory bits.

Proof. Let G be a family of t = 2%(*) subsets of N, each
of cardinality n/4 so that any two distinct members of G
have at most n/8 elements in common. (The existence of
such a G follows from standard results in coding theory, and
can be proved by a simple counting argument). Fix a de-
terministic algorithm that approximates Fj for some fixed
nonnegative k # 1. For every two members G; and G of
G let A(G1,G3) be the sequence of length n/2 starting with
the n/4 members of G1 (in a sorted order) and ending with
the set of n/4 members of G2 (in a sorted order). When the
algorithm runs, given a sequence of the form A(Gy, G2), the
memory configuration after it reads the first n/4 elements of
the sequence depends only on ;. By the pigeonhole prin-
ciple, if the memory has less than Igt bits, then there are
two distinct sets G and G2 in G, so that the content of the
memory after reading the elements of G; is equal to that
content after reading the elements of G2. This means that
the algorithm must give the same final output to the two
sequences A(G1,G1) and A(G2,G1). This, however, contra-
dicts the assumption, since for every &k # 1, the values of Fj,
for the two sequences above differ from each other consid-
erably; for A(G1,G4), Fo = n/4 and Fy, = 2*n/4 for k > 2,
whereas for A(Gz,G1), Fo > 3n/8 and Fi, < n/4 + 25n/8.
Therefore, the answer of the algorithm makes a relative er-
ror that exceeds 0.1 for at least one of these two sequences.
It follows that the space used by the algorithm must be at
least lgt = Q(n), completing the proof. O

3.4 Randomized precise computation

As shown above, the randomness is essential in the two al-
gorithms for approximating the frequency moments Fj, de-
scribed in Section 2. In this subsection we observe that the
fact that these are approximation algorithms is crucial as
well, in the sense that the precise computation of these mo-
ments (for all k¥ but k& = 1) requires linear space, even if we
allow randomized algorithms.

Proposition 3.8 For any nonnegative integer k # 1, any
randomized algorithm that outputs, given a sequence A of at
most 2n elements of N = {1,2,...,n} a number Y such that
Y = Fi wuth probability at least 1 — € for some fized ¢ < 1/2
must use Q(n) memory bits.

Proof. The reduction in the proof of Proposition 3.1 easily
works here as well and proves the above assertion using the
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main result of [15]. O

4 Tight lower bounds for the approximation of Fp, Fi, >

The results in {17], [8] and those in Section 2 here show
that logarithmic memory suffices to approximate randomly
the frequency moments Fyp, F1 and F3 of a sequence A of at
most m terms up to a constant factor with some fixed small
error probability. More precisely, O(lglg m) bits suffice for
approximating Fi, O(lg n) bits suffice for estimating Fp and
O(lg n+1glg m) bits suffice for approximating Fz, where the
last statement follows from the remark following the proof
of Theorem 2.2. It is not difficult to show that all these
upper bounds are tight, up to a constant factor, as shown
below.

Proposition 4.1 Let A be a sequence of at most m ele-
ments of N ={1,2,...,n}.

(i) Any randomized algorithm for approximating Fo up to
an additive error of 0.1Fy with probability at least 3/4 must
use at least Q(lgn) memory bits.

(1) Any randomized algorithm for approzimating Fi up to
0.1F with probability at least 3/4 must use at least Q(lglgm)
memory bits.

(i) Any randomazed algorithm for approzimating F» up to
0.1F with probability at least 3/4 must use at least Qlgn+
Iglgm) memory bits.

Proof (sketch).

(i) The result follows from the construction in the proof
of Proposition 3.7, together with the well known fact that
the randomized communication complexity of the equality
function f(z,y) whose value is 1 iff ¢ = y, where z and y
are [-bit numbers, is O(lgl).

(ii) Since the length Fi of the sequence can be any number
up to m, the final content of the memory should admit at
least Q(lg m) distinct values with positive probability, giving
the desired result.

(iii) The required memory is at least ((lg n) by the argument
mentioned in the proof of part (i) and is at least Q(Iglgm)
by the argument mentioned in the proof of part (ii). O

5 Concluding remarks

We have seen that there are surprisingly space efficient ran-
domized algorithms for approximating the first three fre-
quency moments Fy, F1, F3, whereas not much space can be
gained over the trivial algorithms in the approximation of Fj
for k > 6. We conjecture that an n®*) space lower bound
holds for any k (integer or non-integer), when k > 2. It
would be interesting to determine or estimate the space com-
plexity of the approximation of E?zl m?¥ for non-integral
values of k for k < 2, or the space complexity of estimating
other functions of the numbers m;. The method described
in Section 2.1 can be applied in many cases and give some



nontrivial space savings. Thus, for example, it is not too dif-
ficult to design a randomized algorithm based on the general
scheme in Subsection 2.1, that approximates ) . m;lgm;
up to some fixed small relative error with some small fixed
error-probability, using O(lg nlg m) memory bits. We omit
the detailed description of this algorithm.

In a recent work [2] Alon et al presented an experimental
study of the estimation algorithms for 3. The experimental
results demonstrate the practical utility of these algorithms.
The algorithms are also extended to deal with the fully dy-
namic case, in which set items may be deleted as well. We
finally remark that in practice, one may be able to obtain
estimation algorithms which for typical data sets would be
more efficient than the worst case performance implied by
the lower bounds. Gibbons et al [9] recently presented an
algorithm for maintaining an approximate list of the £ most
popular items and their approximate counts (and hence also
approximating Fuo) using small memory, which works well
for frequency distributions of practical interest.
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