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Abstract

We establish a general correspondence between two classes of stétistitans: Ali-
Slvey distances (also known asf-divergences) and surrogate loss functions. Ali-Silvey
distances play an important role in signal processing and information tHfeoigstance
as error exponents in hypothesis testing problems. Surrogate loss Am(gig., hinge
loss, exponential loss) are the basis of recent advances in statisticahdpmethods for
classiEcation (e.g., the support vector machine, AdaBoost). We providereection be-
tween these two lines of research, showing how to determine the urfigliergence
induced by a given surrogate loss, and characterizing all surrogatéuictions that real-
ize a givenf-divergence. The correspondence betwgativergences and surrogate loss
functions has applications to the problem of designing quantization ruledefentral-
ized hypothesis testing in the framework of statistical learning (i.e., when ttherlying
distributions are unknown, but the learner has access to labeled samples)

1 Introduction

The class oAli-Slvey distances or T-divergences plays a fundamental role in statistics, signal
processing, information theory and related £elds [1, 7]. Mafrthese divergences arise natu-
rally as error exponents in an asymptotic setting. For mstathe Kullback-Leibler divergence
specifes the exponential rate of decay of error probabilithe Neyman-Pearson setting, and
the Chernoff distance appears as the corresponding erronerpin a Bayesian setting [6, 4].
Motivated by such connections, various researchers fred 860’s onwards—studying prob-
lems such as signal selection or quantizer design in hypsthesting—advocated the maxi-
mization of various types of-divergences so as to sidestep the intractable problemmf mi
mizing the probability of error directly [e.g., 9, 12, 17].

A similar set of issues has arisen in recent years in the £estiatitical learning theory.
Consider, for example, the binary classif£cation problem,hicwvthe learner is given access
to samples from two underlying distributions and is askefind a discriminant function that
effectively classifes future samples from these distrdngti This problem can be formulated
in terms of minimizing theBayes risk—the expectation of the 0-1 loss. This minimization
problem is intractable, and the recent literature on siegidearning has focused on the notion
of a computationally-tractablirrogate loss function—a convex upper bound on the 0-1 loss.
Many practical and widely-used algorithms for learningssifers can be formulated in terms
of minimizing empirical averages of such surrogate lossfions. Well-known examples in-
clude the support vector machine based on the hinge losaffl],the AdaBoost algorithm
based on exponential loss [8]. A number of researchers [&.44, 19] have investigated the
statistical consequences of using such surrogate lossidnee— for instance, in character-
izing the properties of loss functions required for coresistearning methods (methods that
approach the minimum of the Bayes risk as the size of the sagnples).

The main contribution of this paper is to establish a conoadbetween these two lines
of research. More specifcally, we elucidate a general quoretence between the class of



f-divergences, and the family of surrogate loss functfo@sir methods are constructive—we
describe how to determine the unig@iedivergence associated with any surrogate loss, and
conversely we specify how to construct all surrogate lofisasrealize a giverf-divergence.
This correspondence has a number of interesting consegglefarst, it partitions the set of
surrogate loss functions into a set of equivalence clasi#3)ed by the relation of inducing
the samedf -divergence measure. Second, it allows various well-knio@qualities betweeh-
divergences [15] to be leveraged in analyzing surrogateflosctions and learning procedures.
This work was partially motivated by the problem of designiocal quantization rules for
performing decentralized detection in a sensor network.pg@avious work [10] addressed this
decentralized detection problem in the learning settmgyhich the underlying hypotheses are
unknown but the learner has access to labeled samples. Wkogded a practical algorithm for
learning local decision rules at each sensor as well as gh@fgenter rule, using surrogate loss
functions. The correspondence developed here turns oetusdful in analyzing the statistical
consistency of our procedures, as we discuss brieay in therp®lore broadly, itis interesting
to note that the choice of decentralized decision rules eaxidwed as a particular type of
problem in experimental design, which motivated the ctadsesearch offi-divergences.

2 Background

We begin with necessary backgroundfiaivergences and surrogate loss functions. We dis-
cuss the role of-divergences and surrogate loss functions in experimelesign problems,
using decentralized detection as an illustrative example.

2.1 Divergence measures

The class of-divergences or Ali-Silvey distances [1, 7] provides a ootf distance between
probability distributiongt andm. Specializing to discrete distributions for simplicityevmave

Defnition 1. Given any continuous convex function f : [0,+c0) — R U {+oc0}, the f-
divergence between measures |1 and 1t is given by

(U, ) = Xz:n(z)f (%) 1)

The Kullback-Leibler divergence is antrdivergence; if we sef(u) = ulogu, then de£ni-
tion (1) yieldsl(u,m) = 3 u(z) log %; Other examples include the variational distance
Ir(u,m) = >, |u(z) — n(z)| generated byf(u) := |u — 1|, and the (squared) Hellinger

distancel ;(u, M) := .- (/H(z) — /T(2))* generated bf (u) = 3 (/u — 1)%,

2.2 Learning methods based on surrogate loss functions

The standard binary classi£cation problem in statistiGahliemg can be stated formally as fol-
lows. LetX be a random vector taking values in some Euclidean spggcand letY be a
random variable taking values in the label spate= {—1,+1}. A standard assumption is
that the Cartesian product spatex ) is endowed with some Borel regular probability mea-
sureP, but thatP is unknown to the learner. The learner is instead given @&ciadin of i.i.d.
samples fronP of the form{(x1, Y1), ..., (X»,Y¥»)}, and the goal is to learn a decision rule.

Proofs are omitted from this manuscript for lack of space;[4&] for proofs of all of our results.
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Figure 1. (a) lllustration of various convex loss functions that act as surrogaté® 0-1 loss
(solid line). Shown are the hinge loggt) := max(0,1 — t), the exponential losg(t) =
exp(—t) and the logistic losg(t) = log[1+exp(—t)]. (b) Decentralized detection system with
S sensors, in whicl is the unknown hypothesisy = (X,..., X®) is the vector of sensor
observations, and = (Z!,..., Z%) are the quantized messages transmitted from the sensors
to the fusion center.

More formally, we consider measurable functionsnapping fromX to the real lineR; for
anyx € X, the associated decision is given ign(y(x)). The goal is to choose so as to
minimize theBayes risk—the probability of misclassiEcatida(Y # sign(y(X))).

De£ning the 0-1 loss as the functiéft) that is equal td if t < 0 andO0 otherwise (see
Figure 1 for an illustration), we note that the Bayes risk esponds to the expectation of
I(t): P(Y # sign(y(X))) = E[I(Y y(X))], whereY y(X) is known as themargin. This fact
motivates the strategy of choosiggoy minimizing the empirical expectation of the 0-1 loss.
Given the non-convexity of this minimization problem, itnatural to consider instead the
empirical expectation of some convex functipithat upper boundg—this “convexi£es” the
problem. In fact, a variety of practical algorithms useddiassi£cation, including the support
vector machine (SVM) [5] and the AdaBoost algorithm [8], canumderstood in this general
framework. The SVM corresponds to replacing 0-1 loss wighihge loss ¢(t) := max(0, 1—

t), whereas the AdaBoost algorithm operates on the expondodap(t) := exp(—t). See
Figure 1(a) for illustrations of these two convex surroga#es well as the closely related logistic
loss@(t) = log[1 + exp(—1)].

2.3 Experimental design and decentralized detection

Our focus in this paper is the following extension of the dtnd binary classi£cation problem.
Suppose that the decision-maker, rather than having dueaetss toX, only observes some
variableZ € Z that is obtained via a (possibly stochastic) map@ihgX — Z. The mapping

Q is referred to as aexperiment in the statistical literature. We &2 denote the space of all
stochastic experimen@, and letQ, denote its deterministic subset. Given a £xed experiment
Q, we can then consider the standard binary classi£catioriggroissociated with the space
Z-namely, to £nd a measurable functipre I := {Z — R} that minimizes the Bayes risk
P(Y #sign(y(Z))). When the experimer is also allowed to vary, we are led to the broader
guestion of determining both the classifee I, as well as the experime@ € O so as to
minimize the Bayes risk.



Decentralized hypothesis testing: An important example of such an experimental design
problem is that of decentralized detection. This probleisearin a variety of applications,
including human decision making, sensor networks, andibliged databases. Figure 1(b)
provides a graphical representation of a binary decené@ldetection problem. The system
depicted in the £gure consists of a seSafensors that receive observations from the environ-
ment. The decentralized nature of the system arises frorfathh¢he each sensor is permitted
to relay only a summary message (as opposed to the full citsmnyback to the central fusion
center. The goal is to design a local decision Qlefor each sensor € {1,...,S} so as to

to minimize to overall probability of error. Note that theaste of these decision rules can be
viewed as a choice of experiments in the statistical senser€elis a considerable literature on
such problems when the distributions are known [18, 3, X¥6¢ohntrast, our previous work [10]
has focused on the statistical learning setting, in whiehdicision rules must be designed on
the basis of labeled samples.

Approaches to experimental design: We now return to the problem of choosing both the
classifely € I, as well as the experiment choi€e € Q so as to minimize the Bayes risk.
Given priorsg = P(Y = —1) andp = P(Y = 1), defne nonnegative measugeandr:

u@) = PO =12)=p [ QEbP (XY = 1)
niz) = P =-1,2) =q/Q(z]x)dP(x]Y = -1).

As a consequence of Lyapunov’s theorem, the spadé|oft)} obtained by varyindd € O
(or Qp) is both compact and convex [cf. 17]. For simplicity, in tpsper, we assume that the
spaceQ is restricted such that bothandm are strictly positive measures.

One approach to choosirg is to de£ne arf-divergence between andr; indeed this is
the classical approach referred to earlier [e.g., 12]. Rdtlian following this route, however,
we take an alternative path, setting up the problem in teriniseoexpectation of a surrogate
loss@, a quantity that we refer to as the-tisk”:

Rs(v, Q) = E[o(Y YN = D 0(Y(2))H(2) + (=Y ()T (2). (2)

This representation of thg-risk in terms ofu andmn allows us to compute the optimal value
of y(z) for all z € Z, as well as the optimap-risk for a £xedQ. Let us de£ne, for eadd,

R4 (Q) :=infrer Ry (y, Q).

2.3.1 lllustrative examples

We illustrate this calculation using the four loss funct@mown in Figure 1.

0-1loss. If @is 0-1 loss, thety(z) = sign(u(z) — m(z)). Thus the optimal Bayes risk given
a £xedQ takes the form

. 1 1 1
Riayes(Q) = D min{u(@),m(@) = =33 @) -n@)| = 50—V (wm),
z€Z z2€EZ
whereV (u, ) := )" - |U(z) — 1(z)| denotes the variational distance between two measures

M andr.



Hingeloss. Consider the hinge 1088, (YY(2)) = (1 —yy(2))+, illustrated in Figure 1. In
this case, the optimal decision ruleyi&) = sign(u(z) — n(z)), so that that optimizeg-risk
takes the form

Rpinge(Q) =) 2min{p(2),m(z)} =1 - > |u@) —1(2)| = 1 =V (1, 1) = 2Rp0yes(Q).

zZ€EZ z€EZ
3)

Logistic loss.  For the logistic los;,,(yy(z)) := log (1 + exp~#?) ), the optimal decision

rule is given byy(z) = log ZEQ Calculating the optimized risk, we obtain
pw(z) + m(z)

_ p(z) + m(2) _
Riog(Q) = Z 1(z) log W_HT(Z) log B O log 2— K L(p|

zEZ

whereKL(U, V) denotes the Kullback-Leibler (KL) divergence. (The qugn@(U,V) =
KLU||%E) + KL(V [|%£Y) is known as theapacitory discrimination distance).

p+m
2

p+m
2

)—K L(r|| ),

Exponential loss: Now considering the exponential logs,,(yy(z)) = exp(-yy(z)), we
calculate the optimal decision rugz) = % log “(z). Thus we have

w(z

Reep(Q) =) 2/M@m(2) =1 - > (V@) - Vn(2))* = 1 - 2h*(, m),

z€EZ z2€EZ

whereh(u, ) denotes the Hellinger distance between meagueesdrn.

Observe that all of the distances given above are particotances off -divergences.
This fact hints at a deeper connection between optimigeidks andf-divergences that we
elucidate in the following section.

3 Correspondence between divergence and surrogate loss

In this section, we develop the correspondence betwedimergences and loss functions. We
begin by providing a more precise de£nition of the notion afirsicgate loss function.

3.1 Propertiesof surrogate loss functions

First, we require that angurrogate loss function ¢ is continuous and convex. Second, the
function @ must beclassi£cation-calibrated [2], meaning that for any,b > 0 anda # b,
INfo.a(a—p)<o @(X)a + @(—a)b > inf,cr p(a)a + @(—a)b. To gain intuition for these require-
ments, recall the representation of theaisk given in equation (2): it implies that given a
£xedQ, the optimaly(z) takes a value that minimizesp(a)u(z) + e(—a)n(z). In order
for the decision ruley to behave equivalently to the Bayes decision rule, we redbatthe
optimal value ofa (which deEney(z)) should have the same sign as the Bayes decision rule
sign(P(Y =1|z) — P(Y = —1|2)) = sign(u(z) — n(z)).

It can be shown [2] that in the convex cagés classiEcation-calibrated if and only if it is
differentiable ab and@’(0) < 0. Lastly, leta* = inf, {@(a) = inf @}. If a* < +oo, then for
anyo > 0, we require that

¢(a” —0) > ¢(a* + ) (4)
The interpretation of condition (4) is that one should pexeadieviations away fromx* in the
negative direction at least as strongly as deviations iptsgtive direction; this requirement is
intuitively reasonable given the margin-based interpi@teof a.



3.2 From @-risk to f-divergence

We begin with a simple result that formalizes how apyisk induces a correspondinkr
divergence. More precisely, the following lemma proved tha optimalg-risk for a £xed
Q can be written as the negative of rdivergence betweem andr.

Lemma 2. For each £xed Q, let y, denote the optimal decision rule. The @-risk for (Q, yp) is
an f-divergencedetween 1 and 1t for some convex function f:

Rs(Q) = —1y(k, m). )
Proof. The optimalkp-risk takes the form:

Ry(Q) =) inf(e(c)n(2) + o(-o)m(2)) = > _n(2)inf (cp(_a) + (p(a)@)

zZEZ 2 T[(Z)

For eacte letu = 22| theninf, (9(—a) + @(a)u) is a concave function af (since minimiza-

m(z)?

tion over a set of linear function is a concave function). githe claim follows by de£ning

F(u) '= —inf(e(—0) + g(a)u). (6)

3.3 From f-divergenceto @-risk

In the remainder of this section, we explore the converseeshma 2. Given a divergence
I,(u, m) for some convex functiorf, does there exists a functiap for which R,(Q) =
—I¢(n, m)? We provide a precise characterization of the sdt-divergences that can be real-
ized in this way, as well as a constructive procedure forrdateng all ¢ that realize a given
f-divergence.

Our method requires the introduction of several intermedianctions. First, let us de£ne,
for eachB, the inverse mapping=!(B) := inf{a : ¢(a) < B}, whereinf () := +o0. Using the
functiong—', we then def£ne a new functith: R — R by

{cp(—cp—l(s» if o-'(B) € R,
+00

Y@ = (7)

otherwise.
Note that the domain of is Dom(W) = {B € R: ¢~'(B) € R}. De£ne
By ;= inf{p : W(B) < +oc} andP, = inf{B : W(B) = inf 1. (8)

It is simple to check thanf ¢ = inf ¥ = @(a*), andp; = @(a*), B> = @(—a*). Furthermore,
WY(B2) = o(a*) = By, Y(B1) = o(—0a*) = B. With this set-up, the following lemma captures
several important properties &f

Lemma3. (a) Wisdtrictlydecreasingin (1, B2). If @ isdecreasing, then W isalso decreas-
ingin (—oo, +00). Inaddition, W(B) = +oc for B < f3;.
(b) Wisconvexin (—oo, B2]. If @ isdecreasing, then W is convex in (—oo, +00).
(c) W islower semi-continuous, and continuous in its domain.
(d) Thereexistsu* € (31, B2) such that W(u*) = u*.
(e) ThereholdsW(W(B)) =B for all B € (B1,B2)-



The connection betweeH and anf-divergence arises from the following fact. Given the
de£nition (7) of¥, it is possible to show that

f(u)= Zlég(—ﬁu —¥(p)) =¥ (-, (9)

whereW* denotes the conjugate dual of the functiBnHence, if¥ is a lower semicontinuous
convex function, it is possible to recorfrom £ by means of convex duality [13W(B) =
f*(—B). Thus, equation (7) provides means for recovering a losstiiomg from V. Indeed,
the following theorem provides a constructive proceduré&faling all suchp whenW satisEes
necessary conditions specifed in Lemma 3:

Theorem 4. (a) Given alower semicontinuous convex function f : R — R, defne:

Y(B) =T(-B). (10)

If ¥ is a decreasing function satisfying the properties specifed in parts (c), (d) and (e) of
Lemma 3, then there exist convex continuous loss functions @ for which (5) and (6) hold.
(b) More precisely, all such functions ¢ are of the form: For any a > 0,

¢(a) =¥W(g(a+u)), and o(—a)=g(a+u?), (11)

where u* € (B, B,) satisfes W(u*) = u* and g : [u*, +00) — R isany increasing continuous
convex function such that g(u*) = u*. Moreover, g is differentiable at u*+ and g’(u*+) > 0.

One interesting consequence of Theorem 4 that any reaitatilvergence can be obtained
from a fairly large set ofp loss functions. Indeed, Theorem 4(b) reveals thatofo£ 0, we
are free to choose a functigrthat must satisfy only mild conditions; given a choicegpthen
@ is specifed fon > 0 by equation (11). We describe below how the Hellinger distarfor
instance, is realized not only by the exponential loss (asriged earlier), but also by many
other surrogate loss functions.

3.4 lllustrative examples

We provide a few examples to illustrate Theorem 4; see [1l4dalitional examples.

Hellinger distance:  As a £rst example, consider Hellinger distance, which i6-aivergencé
with f(u) = —2,/u. Augment the domain of with f(u) = +co for u < 0. Following the
prescription of Theorem 4(a), we £rst recoYéefrom f:

1/ when >0
+o00 otherwise.

W(B) = F'(~B) = sup(-Bu — F(u)) = {

Clearly,u* = 1. Now if we choosey(u) = e*~!, then we obtain the exponential logé) =
exp(—a). However, making the alternative choigéu) = u, we obtain the functiop(a) =
1/(a + 1) ando(—a) = a + 1, which also realizes the Hellinger distance.

2We considerf-divergences for two convex functiorfs and f» to be equivalent iff, and f» are related by a
linear term, i.e. f1 = cf> + au + b wherec > 0, because thef;, andI;, differ by a constant.



O-1loss: Recall that we have shown previously that the 0-1 loss indtieesariational dis-
tance, which can be expressed agativergence withf,,.(u) = —2min(u, 1) foru > 0. Itis
thus of particular interest to determine other loss fumdithat also lead to variational distance.
If we augment the functioffi,,. by de£ningf,..(u) = +oo for u < 0, then we can recovey
from f,,, as follows:

(2—B)+ whenB >0
+00 whenf < 0.

YB) =f.(-B) = Slég(—Bu — Far(U)) = {
Clearlyu* = 1. Choosingg(u) = u leads to the hinge losg(a) = (1 — o)., consistent
with our earlier £ndings. Making the alternative chaoige) = e*~! leads to a rather different
loss—namelyp(a) = (2 — e*), fora > 0 andg(a) = e~ * for a < 0—that also realizes the
variational distance.

Remark: It is worth noting that not alf-divergences can be realized by a (margin-based)
surrogate loss. The list of non-realizalflelivergences includes th€L divergencek L(u||m)

(as well asKL(m||pw)). Interestingly, however, theymmetric KL divergenceKL(p||n) +
KL(m||pn) is a realizablef-divergence. One of the correspondipgosses constructed via
Theorem 4 turns out to have the simple closed-form expreggio) = e “ — q; see [11].

4 Equivalence of loss functions and decentralized detection

The previous section was devoted to study of the correspmedeetweerf -divergences and
the optimalg-risk R,(Q) for a £xed experimen®. Recall that our ultimate goal is that of
solving the experimental design problem of choosing amugdt). As discussed previously,
the functionQ might correspond to a local decision rule in a sensor netjifk10].

Our approach to this problem is the natural one of jointlyirafing the @-risk (or more
precisely, its empirical version) over both the decisyaand the choice of experime€ (here-
after referred to as a quantizer). This procedure raisesdhdaral theoretical question: for
what loss functiong does such joint optimization lead to minimum Bayes risk? Nbtd
the minimum here is taken over both the decision guknd the space of experimer® so
that this question is not covered by standard consistersuytse[19, 14, 2]. To this end, we
shall consider the comparison of loss functions and the emisgn of quantization schemes.
Then we describe how the results developed herein can beagga to resolve the issue of
consistency of learning optimal quantizer design from eiogl data.

Universal equivalence of loss functions: We begin by introducing a notion of equivalence
between arbitrary loss functiogg and,, or alternatively between the corresponding diver-
gences induced bfy andf;.

DeEnition 5. The surrogate loss functions ¢, and @, are universally equivalentdenoted by
01 ~ @, (and F; ~ ), if for any P (X, Y ) and quantization rules Q;, Qs, there holds:

R4 (Q1) < Ry, (Q2) < Ry, (Q1) < Ry, (Q2). (12)
The following result provides necessary and suffEcient dardi for universal equivalence:

Theorem 6. Suppose that f; and T, are differentiable a.e., convex functions that map [0, +oc)
toR. Thenf, ~ f, if and onlyif f;(u) = cfy(u) +au + b for constantsa,b € R and ¢ > 0.



If we restrict our attention to convex and differentiable. dunctionsf, then it follows that
all f-divergences universally equivalent to the variationatatice must have the form

f(u) = —cmin(u,1) +au+b with ¢ > 0. (13)

As a consequence, the onpyloss functions universally equivalent to 0-1 loss are ¢htbet
induce anf-divergence of this form. One well-known example of suchracfion is the hinge
loss; more generally, Theorem 4 allows us to construct at gu

Consistency in experimental design: The notion of universal equivalence might appear
quite restrictive because condition (12) must hold &y underlying probability measure
P (X,Y). However, this is precisely what we need whHe(X, Y ) is unknown. Assume that
the knowledge abowR (X, Y ) comes from an empirical data samfgle, y;)> ;.

Consider any algorithm (such as that proposed by Nguyen[@04) that involves choosing
a classifer-quantizer pdy, Q) € I' x Q by minimizing an empirical version aj-risk:

Ru(1,Q) =+ 3 3" 00y @)Qezlx).

More formally, suppose th&c€,,, D,,) is a sequence of increasing compact function classes such
thatC, CC; C ... ClMNandD, C D, C ... C Q. Let(y;, Q;) be an optimal solution to the
minimization problemming, g)cc.p.) Rs(Y, Q), and letR;, . denote the minimum Bayes
risk achieved over the space of decision rfeRQ) € (I', Q). We callRyuyes (Y, Q;) — Ryuyes
the Bayes error of our estimation procedure. We say that such a procedurenisersally
consistent if the Bayes error tends to zeroas— oo, i.e., for any (unknown) Borel probability

measurd® on X x Y,
lim Ryayes(V;r Q}) — Rjuyes = 0 in probability.

When the surrogate losg is universally equivalent to 0-1 loss, we can prove thataslét
learning procedures are indeed universally consistena igh level, our approach leverages
the framework developed by various authors [19, 14, 2] ferdaise of ordinary classi£cation:
in particular, we exploit the strategy of decomposing theddagrror into a combination of

(a) approximation error introduced by the bias of the function clas€gs_ I': £ /(C,,, D,,) =
inf(%Q)e(cn’Dn) R¢>(y! Q) — Rz), WhereR;; = inf(%Q)e(ng) R¢(y, Q)

(b) estimation error introduced by the variance of using £nite sample siz€ (C,,, D,) =
Esup(, g)e(c..pn) IRs(Y; Q) — Ry(Y, Q)|, where the expectation is taken with respect to
the (unknown) probability measuR(X, Y ).

Complete details can be found in the technical report [11].

5 Conclusions

We have presented a general theoretical connection betstgergate loss functions arfd
divergences. As illustrated by our application to deceizted detection, this connection can
provide new domains of application for statistical leagntheory. We also expect that this
connection will provide new applications fdrdivergences within learning theory; note in
particular that bounds amorfgdivergences (of which many are known; see, e.g., [15])a¢edu
corresponding bounds among loss functions.
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