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Abstract—The Parallel Research Kernels (PRK) are a tool
to study parallel architectures and runtime systems from an
application perspective. It provides paper and pencil specifica-
tions and reference implementations of elementary operations
covering a broad range of parallel application patterns. The
current PRK are trivially statically load-balanced. Future
large-scale systems will require dynamic load balancing for un-
steady workloads and for handling system/network fluctuations
and non-uniformities. We present a new PRK that requires
dynamic load balancing, and provides knobs for controlling
workload behavior. It is inspired by Particle-In-Cell (PIC)
applications and captures one of the computational patterns in
such codes. We give a detailed specification of the new PRK,
highlighting the challenges and corresponding design choices
that make it compact, arbitrarily scalable and self-verifying.
We also present implementations of the PIC PRK in MPI, with
and without application-specific load balancing, and show an
implementation with runtime-assisted load balancing provided
by Adaptive MPI features. Our experimental results provide
an illustrative example of how PIC can be used to assess the
load-balancing capabilities of modern parallel runtimes.

I. INTRODUCTION

The Parallel Research Kernels (PRK) [1], [2], [3] are

a suite of simple kernels for the study of the efficiency

of distributed and parallel computer systems, including all

software and hardware components that make up the system.

They cover a wide range of common parallel application

patterns, especially from the area of High Performance

Computing (HPC). The original kernels were all comprised

of very regular operations whose work and data could easily

be distributed evenly statically among all the participating

computational resources in the system. This approach was

chosen to avoid measuring load imbalance, which carries

no useful information for the system designer or analyst.

However, load imbalance is a major factor in the execution

of applications, and its importance is growing as the sizes of

computer systems keep growing and as applications become

more dynamic algorithmically.

For the purpose of this paper we define load balancing

as the process of ensuring that computational resources

reach synchronization points at the same time, and hence

are never idle. While a perfectly balanced load, i.e. full

resource utilization, does not necessarily lead to optimal

performance, a bad load balance is often the hallmark of

poor performance, and application and runtime designers go

to great lengths to avoid it.

Here we present a new research kernel, the Particle-in-

Cell (PIC) PRK, designed to measure objectively, precisely,

and in a controlled fashion the efficiency and effectiveness

of techniques and technologies to balance load dynamically.

But first we need to understand the sources of load imbal-

ance. These can be divided into (1) system non-uniformities,

(2) local creation or destruction of work, and (3) dynamically

varying dependencies between subsets of the application

data set. Application level load balancing, whether static

or dynamic, typically involves nominal equidistribution of

computational work across the system. It can be applied

to remove imbalances of types 2 and 3, but not 1. System

non-uniformities such as operating system noise, different

core frequencies, or non-uniform communication distances

between sets of synchronizing cores, easily lead to faster

cores reaching synchronization constructs before others.

However, even in the absense of system-related effects work

balancing may not lead to a proper load balance, for a variety

of reasons. In addition, work balancing requires detailed

knowledge of the application and its data dependences,

which makes it labor intensive and oftentimes impractical.

Consequently, much effort has been put into runtime orches-

trated dynamic load balancing.

Because PIC is a paper-and-pencil specification of the

computational task to be executed, it can be used to rate

various approaches to dynamic load balancing. Its sources of

load imbalance are captured by categories 2 and 3, because

these can be controlled deterministically. This allows us to

assess load balancing methodologies at any problem and

system scale, and does not require access to systems of ex-

treme scale, which is an important practical benefit. We note

that for convenience we provide a serial as well as multiple

parallel implementations, and discuss our experiences with

these implementations to demonstrate utility of PIC as a tool.

However, the true contribution of the PIC PRK is not the

quality of these implementations, but its specification.
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The remainder of this paper is organized as follows.

Section II describes the context of this work and its unique

contribution. Section III contains the paper-and-pencil spec-

ification of the kernel. The multiple reference implementa-

tions are described in section IV, and experimental results

with these implementations are discussed in section V.

Conclusions and plans for future work are in section VI.

II. RELATED WORK

Many studies have been published about dynamic load

balancing techniques. We are especially interested in general

solutions that may be applied in various contexts and with

a modest effort on the part of the application programmer.

Usually, such solutions come in the form of frameworks cov-

ering a certain application domain (e.g. Zoltan [4], PREMA

[5], JOVE [6], ARMaDA [7], Uintah [8], Scotio [9]), or even

as components of general purpose runtimes (e.g. Charm++

[10], Chapel [11], Grappa [12], HPX [13], X10 [14], Legion

[15]).

However, not much work has been done on providing

a comparison framework or tool for such solutions. A

notable exception is the UTS benchmark [16]. It represents

workloads whose source of load imbalances is strictly the

emergence of local new work during the program execu-

tion (Section I, category 2). There is no global field data

on which UTS operates, so the load balacing needs to

concern itself mostly with the (re-)distribution of work,

not data (category 3). In addition, new work occurs in

(pseudo-)random locations on the system, which means that

the past can not be used as a predictor for new work. That

is a particularly harsh test for load balancing technologies,

though these are greatly helped by the fact that only meta-

data data of negligible size needs to be transferred along with

work. However, HPC usually involves sizeable data sets,

and changing data dependencies (category 3) are important

sources of load imbalance, and affect the efficiency with

which load balancers can operate. On the other hand, most

HPC applications are of an iterative nature, and depending

on the speed with which data dependencies change or the

frequency with which new work shows up, the past can be

used as a predictor for the future, which can be exploited

by load balancers.

We list two more tools for the assessment of dynamic load

balancing technologies, namely workloads in the SPLASH-

2 [17] and PARSEC [18] suite of programs. While these are

useful for determining the effect of dynamic load balancing,

they do not come with paper and pencil specifications, and

for each workload they provide only one implementation for

distributed memory systems–the focus of our interest–so that

it is not possibe to compare different approaches.

The main reason for the dearth of test cases that cover

category 2 and 3 sources of load imbalance is that such

workloads tend to be complicated, and hence not easily

ported to new environments and runtimes. PIC was devel-

oped especially with the goal of compactness and portability

in mind, as well as with the ability to adjust the type,

severity, and frequency of load skewing events. It allows

for both category 2 and 3 sources of load imbalance to

be injected, which can be independently controlled. While

it does not specifically address category 1 load imbalances

(system non-uniformity), many of the types in this category

are indistinguishable from category 2, which can be used

as a substitute. For more comprehensive coverage of this

category we refer to the Gremlins project [19], but we note

that it does not provide a paper and pencil specification.

III. THE PARTICLE-IN-CELL PRK

A. Algorithmic structure of Particle-in-Cell codes

The Particle-in-Cell method (PIC) [20] [21] is widely used

to solve a certain class of unsteady partial differential equa-

tions common to plasma simulations. In such applications,

electrons and protons are represented as free moving charged

particles. Their locations are determined by computing the

trajectories of the charged particles in an electrostatic field.

This electrostatic field in turn is computed on a fixed, regular

mesh of charges.

In more detail, the Particle-in-Cell method consists of an

initialization and a computational phase. In the initialization

phase the particle positions and velocities are specified.

Next, the computational cycle is repeated many times. It

can be divided in the following substeps:

1) Update the particles’s position by integrating the equa-

tions of motion. These require the electric field at each

particle location in order to compute force and hence the

accelaration of the particle.

2) Update the charge density at each mesh point by sum-

ming the contributions of the charged particles that

belong to the cells of the mesh surrounding the point.

This update is done via an extrapolation scheme.

3) Compute the electric field at the mesh points by solving

the field equation, using the charge densities.

4) Calculate the electric field at each particle location by

interpolating the electric fields defined at the corner

points of the mesh cell containing the particle.

We can merge step (4) of the previous iteration with step

(1) of the following iteration. This combined step calculates

the electric field acting on each particle and then moves that

particle accordingly.

The parallelization of PIC codes poses a few challenges

[22] [23] [24]. First, the charged particles and the mesh

points are spatially coupled in the computational cycle.

An efficient domain decomposition scheme should exploit

the locality information among mesh points and particle

locations to avoid expensive data communication. Second,

skewed particle distributions that evolve throughout the sim-

ulation create work balancing issues, necessitating dynamic,
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Figure 1: Left: The 2D simulation domain. Light colored

points are mesh points. Black points are charged particles.

Right: The forces exerted on a particle π with charge qπ from

the four charges at the corners of the containing cell. Here

all charges are positive, so the partial forces are repulsive.

adaptive load balancing strategies. Third, the extrapolation

scheme in the second step demands efficient atomic updates

of the charge densities, assuming the execution is performed

in a parallel environment. Finally, solving the system of field

equations in the third step calls for a scalable parallel solver.

The existing PRKs capture most of the computational

patterns described in the previous paragraph. The capability

to perform atomic updates – as required in the interpo-

lation of the charge density in step (2) – can be tested

with the Refcount_shared kernel. Also, assuming that

one wants to use a Conjugate Gradient-based method to

solve the linear system of field equations in step (3), the

majority of the computation is dedicated to sparse matrix -

vector multiplications (SpMV). The SpMV PRK examines

the efficiency of exactly this operation in a parallel setting.

However, the computational challenge of steps (1) and (4),

namely dynamic load balancing, is not captured by any of

the existing kernels. In the next subsection we present a new,

compact, simple, self-contained and self-verifying PRK that

mimics the computational pattern of only steps (1) and (4),

and therefore can be used to assess the effectiveness and

efficiency of various load balancing techniques.

Note that we deliberately do not set out to create a full-

fledged, physically accurate PIC application. It would be

too complicated (not easy to implement/port), too domain

specific, and not exactly verifiable, and thus would not satify

the PRK requirements. In addition, it would mix multiple

performance artifacts, as indicated above, and hence would

not allow us to isolate dynamic load balancing capabilities

of a target system.

B. Specification of the Particle-in-Cell PRK

In this section we detail the specifications of the new PRK.

The simulation domain consists of a two dimensional L×L
regular square mesh with square cells of size h × h and

periodic boundaries (see Figure 1 Left) in both coordinate

directions. At the mesh points we have fixed charges. How-

ever no assumption can be made regarding their distribution.

The simulation domain contains n particles. Each particle π
has its own fixed charge qπ . The particles may be distributed

arbitrarily across the mesh. Additionally, particles can be

introduced/removed dynamically throughout the simulation.

The whole simulation takes T discrete time steps, each of

length dt. At each time step t, every particle π interacts with

the four charges on the mesh corners of the cell containing

it (see Figure 1 Right). For every particle π, given its charge

qπ , its position xt, and the four charges at the corresponding

mesh cell corners, we compute the total Coulomb force

Ftotal on it exerted by the four charges. The Coulomb

force exerted by a charge q onto a charge q′ has magnitude

Fq→q′ = ke · q · q′/r2, where r is the distance between

the two charges and ke the Coulomb constant. The force is

along the straight line joining q and q′. If the two charges

have the same sign, the electrostatic force between them is

repulsive; if different, the force is attractive. We calculate

the particle’s acceleration at using Ftotal = m · at, where

m is the mass of each particle – for the remainder of the

paper we will assume that ke/m equals unity mass. Given

the velocity vt, the position xt and the acceleration at of

a particle at time t, we approximate the position xt+dt and

the velocity vt+dt at the next time step t + dt using the

formulas:

xt+dt = xt + vt · dt + 1/2 · at · dt2 (1)

vt+dt = vt + at · dt (2)

C. Initialization of the Particle-in-Cell PRK

As mentioned in Section III-A, initialization of the particle

distribution and mesh charges constitutes the first part of

the simulation. In this section we describe an initialization

methodology for the new PRK that provides precise control

over the evolution of the particles’ distribution. This allows

us to customize the induced source of load imbalance and

how aggressively it evolves. It also enables a simple veri-

fication method that is inexpensive, accurate, and sensitive

enough to reveal any relevant implementation or runtime

error, even as minor as a single particle miscalculaton in a

single time step. Statistical methods typically used for the

verification of PIC codes are not rigorous enough for the

PRK. Note that the code implementing the simulation is

oblivious of the mesh charges and particle initialization and

should be able to handle any possible initialization mode.

The mesh points contain fixed charges in the following

pattern: Columns of mesh points with even index (discrete

x-coordinate) have positive charge +q. Those with odd

index have negative charge −q (see Figure 2). This mesh

initialization, in conjunction with the particle initialization, is

crucial for controlling the pattern of motion of each particle,

as will be evident in section III-D. L must be an even
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Figure 2: Trajectory of particle without initial velocity in

timeframe [t, t + 2dt]. Due to symmetry, it keeps repeating

the same pattern of motion throughout the simulation.

multiple of h to ensure smooth periodic boundary transitions

and avoid ever-increasing particle speeds.

The initial position of a particle should be on the horizon-

tal axis of symmetry of a cell (see Figure 2). Moreover, given

the initial coordinates (xπ, h/2) of a particle π (relative to

the bottom-left mesh point of the cell that contains it), its

charge qπ is given by (see Figure 2):

qπ = ± h

dt2 · q(cos θ/d2
1 + cos φ/d2

2)
(3)

where d1 =
√

h2/4 + x2
π , d2 =

√
h2/4 + (h− xπ)2,

cos θ = xπ/d1 and cos φ = (h − xπ)/d2. This ensures

that the particle will travel exactly one mesh cell in one

time step. Setting h equal to 1 and xπ to 1/2, we can

even guarantee this in the face of finite-precision arithmetic,

provided certain reordering constrainst are observed.

We can assign particle charges in multiples of (2k + 1) ·
qπ , where k ∈ N, to control the horizontal displacement

per timestep (see Section III-D for more details). Finally,

particles are allowed to have initial velocities of the form:

v0 = m · h/dt · iy (4)

where m ∈ Z and iy is the unit vector in the y direction. Pa-

rameter m determines the vertical disposition per timestep.

We further enrich the initialization process with facilities

for varying the initial particle distributions/charges/velocities

in order to customize the density/velocity/direction of the

motion of the particles. In Section III-E we illustrate an

example of such an initialization mode. Additionally, we

provide an interface for introducing/removing particles at a

time step t′ in/from a region R of the simulation domain.

We note that the specification and initialization contain

several unphysical elements. First, charges at the grid points

are fixed, whereas in real PIC simulations they vary. Sec-

ond, particle forces are fixed throughout the macroscopic

time step, but in real PIC codes they change substantially.

However, we stress again that our goal is not to be physically

accurate, but to define a minimum set of operations and data

structures that can be manipulated to synthesize a workload

with a well-controlled load imbalance, that can be verified

(section III-D), and that has no interfering attributes that

affect scalability and performance.

D. Verification of the simulation

By adopting the initialization framework of Section III-C,

the PIC computation can be verified in a straightforward

way. Given a particle with charge (2k +1)qπ , initial coordi-

nates (x0, y0), velocity (0, vy,0), and accelaration (ax,0, 0)
(computed), and a number of time steps s that it participates

in the simulation, the final coordinates (xs, ys) are given by:

xs =
(
x0 + sign(ax,0) · (2k + 1) · s · h) (mod L) (5)

ys =
(
y0 + m · h · s) (mod L) (6)

These equations are derived as follows. Consider a particle

with x-coordinate xπ relative to the bottom-left corner of the

containing cell. Due to the initial position on the horizontal

axis of symmetry of the cell and the alternating charges

on the columns of mesh points, the total force exerted

on a particle π has only a horizontal non-zero component

Ftotal (Figure 2), and hence only a horizontal non-zero

component of acceleration a. Also, due to the assignment

of the particle charge and since the initial particle velocity

is zero, the horizontal displacement after one time step

equals (2k + 1)h (using equations 1, 3 and the equation

for the total force). Observe that at time t + dt the particle

will be in a cell at the same relative position xπ , with

a velocity v in the x direction; however, the total force

now is −Ftotal (opposite direction), since the charges at

the mesh points have been “mirrored” compared to the

previous time step. Consequently, the acceleration in this

time step is −a, causing the particle to decelerate to zero

velocity. The horizontal displacement is again (2k + 1)h
(using equations 1, 2, 3 and the equation for the total force)

and at time t + 2dt the particle will end up in a cell at

the same relative position xπ (Figure 2). This pattern of

motion is repeated in subsequent steps. Periodic boundary

conditions necessitate the modulo operation in equations 5

and 6. The vertical component of the total force is zero and

as a result the particle will have constant velocity (without

any acceleration) in the y direction. Also, the initial velocity

is given by v0 = m · h/dt · iy , so the displacement in the y
direction will be a multiple of h. Consequently, the particle

will always end up on the horizontal axis of symmetry of a

cell. We emphasize that all the cells in a specific column of

the mesh have the same type. Hence the movement in the y
direction does not affect the way the particles shift in the x
direction.

The verification test given by equations 5 and 6 is

inexpensive (O(1) complexity per particle) and is trivially

parallelized; nevertheless, it is very effective since even a

single force miscalculation will be reflected rigorously in

the final result. Such force miscalculations can show up

easily in parallel settings if the subdomains/particles are
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not communicated properly among the processors. Finally,

assuming that the number of particles remains constant

in the simulation (in other words no injection/removal of

particles takes place) and by assigning to each of the n
particles a unique id in the range 1 · · ·n, the checksum of

the particle ids should be equal to n · (n + 1)/2. This very

simple test (a single sum reduction is required) guarantees

that no particles have been missed while they have been

communicated among the processors.

E. Particle distributions and induced load imbalance

In this section we provide examples of initial particle

distributions supported by our implementation, and analyze

the induced work imbalance in detail for a particular ex-

ample that will be used later for our experiments. In this

analysis, we assume that the parallel code implements a

spatial decomposition of the domain and that each processor

is responsible for moving the particles that reside in its

portion of the domain at every time step.

1) Exponential particle distribution with fixed velocity:
In this scenario we present a skewed particle distribution that

propagates with fixed velocity throughout the simulation.

The underlying mesh consists of c×c cells and we index the

columns of cells in the range 0 . . . c−1. A cell lying in the i-
th column of grid cells will contain p(i) = A·ri particles. To

keep the analysis simple we assume that the mesh is divided

evenly among the P processors in 1D block columns (our

actual implementations employ 2D block decompositions for

efficiency reasons, as explained in section IV). The processor

owning the I-th block column of cells contains a number of

particles n(I) given by:

n(I) = c ·A · 1− rc/P

1− r
· rIc/P (7)

From the previous equation we conclude that:

n(I + 1)
n(I)

= rc/P (8)

Equation 8 implies that the numbers of particles per block

column (or equivalently per processor) form a geometric

series with ratio rc/P . Such a domain decomposition will

result in significant load imbalance for specific values of r,

c and P . Also note that for r = 1 the distribution degenerates

to uniform.

Assuming that the particles have positive charge qπ (equa-

tion 3) if initially located in a cell-column with even index

and negative charge otherwise, then the particle distribution

shifts right (positive x-direction) with velocity 1 cell per

time step. More generally, if the particles have charges in

multiples of (2k + 1) of qπ (k ∈ N) then the distribution

shifts right with velocity (2k + 1) cells per time step.

This simple skewed distribution can cause severe load

imbalance if the domain decomposition is not changed

regularly. The severity of potential imbalances and the speed

with which they would occur can be adjusted via parameters

r and k, respectively. Efforts to combat load imbalances by

switching to a fixed 1D block-row decomposition can easily

be defeated by rotating the particle distribution over 90◦.
This would cause the same load imbalance as before.

2) Sinusodial particle distribution: In this case, a cell

lying in the i-th column of mesh is assigned p(i) particles:

p(i) = n · 1 + cos( 2·π·i
c−1 )

c ·∑c−1
j=0 1 + cos( 2·π·j

c−1 )

This distribution is smoother than the previous one.

3) Linear particle distribution: A cell lying in the i-th
column of mesh cells contains p(i) particles:

p(i) = n · β − α · i
c−1

c2β − c2α/2

Parameters α and β control smoothness of the distribution.

4) Uniform particle distribution in a restricted subdo-
main: We specify a rectangular subdomain of the mesh and

therein assign all particles with uniform distribution. De-

pending on the relative size of this subdomain, the difficulty

of the work balancing task can be tuned.

5) Particle injection and removal: All previous initial-

izations can be enhanced with particle injection/removal; at

a particular time t′ we uniformly inject/remove particles

in/from a subdomain R′. This functionality can be used

to stress adaptiveness of the load balancing strategy, be-

cause injections/removals adjust abruptly the local amount

of work.

IV. PARALLEL PIC PRK IMPLEMENTATIONS

Here we describe three parallel reference implementations

of the new PIC PRK: (a) without load balancing, (b) with

application-specific, algorithmic load balancing, and (c) with

runtime orchestrated load balancing. The first two are im-

plemented in MPI, while the third uses Adaptive MPI [25].

These codes will be used in our experiments to illustrate how

this PRK can be used to study the effectiveness of various

load balancing capabilities. In all cases we make use of the

fact that particles do not move too fast (k is small), so that

the load can be rebalanced, based on prior iterations. That

is often a good approach in physics simulations. However,

nothing forbids investigators to specify high particle speeds,

in which case load imbalances have a more (pseudo-)random

nature, and other techniques may perform better.

A. No load balancing

In this implementation we arrange the P processors in a

2D Px × Py grid, statically partition the underlying mesh

into P 2D blocks, and assign to each processor one of those

blocks. The mesh points on the fringe of the 2D blocks are

replicated on the processors that share them (ghost cells).

Each processor is responsible for computing the forces and

moving the particles that reside in its subdomain. After the
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Figure 3: Diffusion based load balancing scheme with 1D

block column decomposition. After the load balancing the

work (number of particles) per processor is more balanced.

update of particle locations a communication phase follows:

Each processor sends the particles that left its subdomain

to the appropriate remote processor. This scheme is easy to

implement and is efficient when the the particle distribution

remains uniform during the simulation. However, if the

particle distribution is skewed (e.g. see Section III-E) then

load imbalance arises and parallel performance suffers. We

will use this implementation as the baseline with which the

other two implementations will be compared.

B. Application-specific load balancing

We present a load balancing strategy that is based on a

diffusion scheme [26] [27]. In such a strategy, each processor

periodically examines its workload, and if that differs from

the workload of a neighbor by more than a threshold τ ,

it migrates some work to the corresponding neighbor. We

illustrate this load balancing scheme in our PIC PRK with

a simple example that uses a 1D block-column decomposi-

tion of the domain. Afterwards we generalize the diffusion

scheme to a 2D block decomposition. In the example of

Figure 3 each processor is assigned a block of cell-columns

(each one shaded with a different color). Clearly, the work

(number of particles per processor) is not balanced. At this

time we trigger the load balancing algorithm. Each processor

compares the number of its particles with that of each

neighbor and if the differerence if more than a threshold

τ it sends to that neighbor the border column of cells and

the corresponding particles residing in it. Figure 3 illustrates

this process. After load balancing (right side of the picture)

we observe that indeed the work (number of particles) is

more balanced.

The diffusion algorithm can be generalized to a 2D

decomposition with a Px × Py processor grid. In such a

scenario every processor owns a 2D block of the domain

that is as close to square as possible to minimize the

communication volume. The load balancing step consists of

two phases. In the first phase, each column of processors

Ci collectively aggregates the number of particles in the

corresponding column of 2D mesh blocks (a sum reduction

is required per column of processors). Based on these sums

a load balancing step is performed in the x direction, similar

to that described in the previous paragraph, except that

now each block-column is distributed among Py processors.

In the second phase, each row of processors collectively

aggregates the number of particles in the corresponding row

of 2D mesh blocks, and based on these sums an analogous

load balancing step is performed in the y direction.

An alternative to this two-phased approach is to have each

processor exchange workload information locally with its

eight nearest neighbors and independently perform subgrid/-

particle exchanges. While this approach is more flexible,

the resulting subdomains can have non-rectangular shapes

after a few load balancing steps, which in turn means that

extra book-keeping information is required regarding the ad-

jacency of the subdomains. Additionally, the communication

pattern becomes more irregular. In contrast, the two-phased

approach maintains rectangular subdomains (with varying

dimensions) and a logical Cartesian product decomposition,

which results in regular nearest-neighbor communications

while exchanging subdomains/particles. Consequently, this

scheme is easier to implement. Another relatively simple

2D solution performs load balancing in only one coordinate

direction of the subdomain, i.e. skip one of the two phases

described earlier. This choice can be justified as long as the

drift velocity of the “particle cloud” matches the direction in

which we perform the diffusion-based load balancing. For

the experimental results presented in section V we choose

the diffusion-based 2D scheme with load balancing restricted

to the x-direction.

The selected strategy includes three parameters: the fre-

quency of load balancing actions, the threshold τ that

triggers actual load migration, and the width of the border

regions that are exchanged. These parameters have interfer-

ing results on the effectiveness of the overall strategy and

therefore should be co-tuned (either off-line or dynamically

on-line). Also, given a different particle distribution a differ-

ent set of parameters might be optimal, depending on how

severe the load imbalance is. At this point we emphasize

that this diffusion-based scheme is no panacea; there are

certain scenarios where this strategy takes too long to even

out the load imbalance, or is not effective at all (e.g. particle

distributions that are not smooth).

C. Dynamic load balancing with Adaptive MPI

Adaptive MPI (AMPI) is an implementation of MPI

that supports dynamic load balancing and multithreading

for MPI applications. According to the AMPI execution

model, multiple user-level threads, named virtual processors

(VPs), are assigned per process, and typically one process is

mapped to a single processor core. The main strategy for im-

plementing an application with AMPI is to over-decompose
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Figure 4: Dynamic load balancing with Adaptive MPI. Left:

Initial assignment of VPs to physical cores. Right: New

assignment of VPs to physical cores after load balancing.

The Charm++ load balancer has migrated some VPs among

the physical cores to equalize the load.

the problem to more VPs than the number of available

physical cores and delegate the load balancing task to the

runtime. The AMPI runtime utilizes the Charm++ scheduler

to coordinate the execution of VPs. Specifically, the available

Load Balancer migrates the VPs across processors for load

balancing reasons.

Porting an existing MPI application to AMPI is con-

ceptually trivial; Any MPI application is a valid AMPI

code as long as it does not include static or global vari-

ables. Every MPI process is mapped to a different VP and

therefore the over-decomposition results in merely creat-

ing more MPI processes. Additionally, AMPI provides the

function MPI_Migrate() that activates the Charm++ load

balancer. The frequency of triggering the Load Balancer,

along with the degree of the over-decomposition, are tunable

parameters. Finally, the heap allocated data can be migrated

either automatically by employing the isomalloc memory

allocation infrastructure that comes with the AMPI run-

time, or the user can provide appropriate packing/unpacking

(PUP) routines. We opted for PUP because it yields higher

performance.

Figure 4 illustrates how the AMPI runtime achieves load

balancing in the PIC PRK. In our experiments we adopt the

algorithm of section IV-A, but for illustration purposes we

assume a 1D domain decomposition. In this example we

have 4 available physical cores and we over-decompose the

problem to 16 VPs (each one shaded with a different color).

Assume that at a certain time the VPs are assigned to the

physical cores as depicted in Figure 4-Left. At that point

the load balancer is invoked, and since the workloads of

the cores are imbalanced (different numbers of particles),

the VPs are migrated in such a way that the load is

more balanced afterwards (see Figure 4-Right). Note that

Charm++ provides not just one but a collection of load

balancing strategies, each tailored to a specific scenario.
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Figure 5: Execution time tuning results regarding the AMPI

parameters: (a) interval F between invocations of load

balancer and (b) degree d of over-decomposition.

V. EXPERIMENTAL RESULTS

Parallel experiments are conducted on Edison, a Cray

XC30 system located at NERSC. Edison has a peak perfor-

mance of 2.57 petaflops/sec, with 5,576 compute nodes, each

equipped with 64 GB RAM and two 12-core Intel R© Xeon R©
E5-2695 processors at 2.40GHz for a total of 133,824

compute cores. The nodes are interconnected with the Cray

Aries network using a Dragonfly topology. We compare the

performance of the three parallel implementations described

in section IV (we used the Intel R© C compiler icc version

15.0.1, Intel R© MPI Library for Linux version 5.0, and

Adaptive MPI with Charm++ version 6.6.1) in both shared

and distributed memory settings. The experiments presented

here provide a good example of how to use the new PIC PRK

to assess the performance of runtime assisted load balancing

relative to application specific load balancing algorithms.

A. Tuning the Adaptive MPI implementation

First we will use the Adaptive MPI implementation of the

PIC PRK to investigate the sensitivity regarding the tunable

parameters, namely the interval F between invocations of

the load balancer and the degree d of over-decomposition.

For all the experiments in this paper we employ the AMPI

load balancer that migrates VPs from the most loaded

to the least loaded core, because our preliminary analysis

showed that it outperforms the other available strategies

when running the PIC PRK.

Figure 5 shows how the parameters F and d affect

the overall performance. In this experiment we used a

grid of 5,998×5,998 cells, 6,400,000 particles, 6,000 time

steps and 192 cores (8 nodes). Also, we initialized the

particles according to the skewed distribution described

in section III-E1 (with r = 0.999 and k = 0). In the

experiments where we vary the time step interval F of

triggering the AMPI load balancer (green line), we fix the
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Figure 6: Execution time for strong scaling of parallel implementations on single (Left) and multiple nodes (Right). Note

that the x-axis on the right Figure is in logarithmic scale. Both y-axes are in logarithmic scale.

degree of over-decomposition at 4 (i.e. use 4 · 192 = 768
VPs). We begin with F = 20 and for each subsequent

experiment we increase it by a factor of 2. We observe that

the performance is quite sensitive to this parameter: when we

trigger the load balancer every 20 time steps, the simulation

takes 180 seconds, whereas when F = 160 (i.e. increase

factor 8×) the simulation completes in 43 seconds, so we

observe a 4.2× improvement. In the experiments where we

modify the degree d of over-decomposition (red line), we

fix F at 1,000 and start without over-decomposition (i.e

192 VPs). For subsequent experiments we increase d by a

factor of 2 every time. We conclude that the degree of over-

decomposition d also greatly impacts performance. Without

over-decomposition the execution time is 104 seconds, while

at d = 16 (i.e. 192 · 16 = 3,072 VPs) the simulation

time drops to 47 seconds (≈ 2.2× improvement). These

observations indicate that parameters F and d need to be

co-tuned in order to maximize the performance.

B. Strong scaling experiments

Here we present strong scaling experiments to compare

the three parallel implementations. In this experiment we

used a grid of 2,998×2,998 cells, 600,000 particles, 6,000

time steps, and we vary the number of cores from 1 up

to 384 (16 nodes). Again we initialized the domain using

the same skewed particle distribution (III-E1). For each

implementation we tuned the relevant parameters and picked

the best performing execution at each level of concurrency.

Figure 6 (Left) shows strong scaling performance on

a single node. In general, the AMPI implementation (red

line) performs worse than the MPI implementation with the

diffusion-based load balancing algorithm (blue line). Note

that the performance on up to 12 cores (a single processor

socket) is almost identical; load balancing decisions that do

not take into account the problem-specific locality are not

penalized much. Also, the migration of VPs is inexpensive

when we restrict the execution to a single socket. As we

start using both sockets, the two implementations exhibit

divergent performance, where the application specific load

balancing scheme outperforms the AMPI implementation.

But both versions are faster than the baseline MPI implemen-

tation without load balancing. Using 24 cores, the AMPI ver-

sion is 1.3× faster than the baseline implementation, while

the implementation with diffusion-based load balancing is

1.6× faster than the baseline version. In order to understand

why the the diffusion based load balancing is so effective,

we examine the maximum number of particles per core at

the end of the simulation. In the baseline implementation

the maximum particle count per core is 62,645 while in

the version with the diffusion-based load balancing strategy

the maximum particle count is 30,585 (note that the ideal

particle count is 600, 000 particles/24 cores = 25, 000 par-

ticles/core).

Figure 6 (Right) shows the strong scaling performance

for the same experiment as we scale to multiple nodes. We

observe that the application-specific load balancing exhibits

good scaling all the way up to 384 cores and outperforms

the AMPI implementation (by a factor of 2 at 384 cores).

The maximum attained speedup over the serial execution

is 179× for the version that leverages application specific

load balancing and 92× for the AMPI implementation. As

we increase the number of cores and keep the problem

size fixed, the (average) number of particles per core is

getting smaller and the load imbalance is getting worse.

Meticulous decisions are required regarding the migration of

work such that the benefits from load smoothing outweighs

the induced cost of migrating the underlying subgrids and

additionally the subdomain of each core should remain

compact. The latter issue is challenging in the multiple nodes

case where the data communication is orders of magnitude
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Figure 7: Weak scaling of the parallel implementations. Both

axis are in logarithmic scale.

more expensive compared to a shared memory setting. The

diffusion based load balancing scheme takes into account

the structure of the problem and therefore a core migrates

subgrids that are located on the border of its subdomain.

In this way, the underlying subdomain remains compact

throughout the simulation and the particles that move in

the internal cells do not require any communication. On

the other hand, the AMPI implementation is agnostic of the

underlying problem characteristics. Assuming that the initial

assignment of VPs to cores is such that the corresponding

underlying subdomains of cores are compact, the following

load balancing steps will destroy this landscape; the runtime

does not restrict the migration to the VPs owning the

subgrids on the borders of the subdomains. As a result,

VPs owning subgrids in the interior of a subdomain can

be migrated to remote cores and consequently particles that

would otherwise move in internal cells now require expen-

sive communication at every time step. The fragmentation

of the subdomains due to the locality-agnostic migration of

VPs becomes even worse after more AMPI load balancing

steps have been performed. Even a diffusion based AMPI

load balancer would not preserve the compactness of the

subdomains unless it is properly hinted.

C. Weak scaling experiments

Figure 7 shows the weak scaling of the three parallel

implementations. The baseline experiment (48 cores) con-

sists of a grid of 11,998×11,998 cells, 400,000 particles,

6,000 time steps and is initialized with the skewed particle

distribution. As we increase the number of cores, we increase

the number of particles proportionally and we keep the grid

fixed. We conclude that the AMPI implementation (red line)

and the application specific load balancing scheme (blue

line) exhibit similar performance and significantly outper-

form the baseline implementation without load balancing

(green line) by a factor of 2.4× and 1.8× respectively

at the scale of 3,072 cores. We also note that the AMPI

implementation outperforms all other implementation in this

weak scaling experiment. As we increase the number of

cores, the subdomains per core become smaller while the

total number of particles increases proportionally. The latter

fact implies that at scale the cost of migrating subgrids

becomes insignificant and the benefits of evening out the

particle counts are more important. As a result, ignoring

locality characteristics can be more forgiving compared to

the strong scaling scenario (after all, the subdomains become

very small and there is not much locality to exploit). The

diffusion based load balancing scheme migrates subgrids

that lie on the logical border regions of the cores, and

this policy can be restrictive as the subdomains become

very small. On the other hand, the AMPI implementation

employs a high degree of over-decomposition and can be

more flexible as the subgrids become very small (where the

cost of migrating subgrids can be easily outweighed by the

improvement in load balance).

VI. CONCLUSIONS AND FUTURE WORK

In this paper we presented the specification of a new PRK,

named PIC, designed to assess techniques and technologies

for dynamic load balancing. It serves this purpose by captur-

ing the types of sources of load imbalance common in HPC.

PIC is inspired by a computational pattern in Particle-in-Cell

codes, namely force calculation and particle movement. The

compact paper and pencil specification makes this PRK easy

to port to multiple runtimes using different parallelization

methods. PIC has an initialization framework that enables

customization of the induced load imbalance and controls

the way it evolves throughout the simulation. PIC contains

a straightforward verification test that is inexpensive, yet

sensitive enough to expose implementation errors.

To illustrate the strengths of our approach, we provided

an example usage of PIC as a research tool in the field

of parallel runtimes with dynamic load balancing support.

We described two parallel MPI implementations, with and

without application-specific load balancing, along with an

Adaptive MPI implementation that uses runtime support to

deal with the load imbalance. First, we explored the effects

of the tunable AMPI parameters on the execution time and

we concluded that they should be carefully co-tuned. We

further investigated the effectiveness of our three parallel im-

plementations under shared and distributed memory settings,

and highlighted their weaknesses and virtues. In the future

we plan to port PIC to other runtimes with automatic load

balancing capabilities (e.g. Charm++, HPX, Legion, Grappa)

and conduct a comprehensive comparative study.
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